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Abstract

This paper presents the theory, design principles, implementation and perfor-
mance results of a content-based image retrieval system based on multinomial
relevance feedback. The system relies on an interactive search paradigm in which
at each round a user is presented with a set of k images and is required to se-
lect one that is closest to their target. Performance is measured by the number of
rounds needed to identify a specific target image as well as the the average dis-
tance from the target of the set of k images presented to the user at each iteration.
Results of experiments involving simulations as well as real users are presented.
The conjugate prior Dirichlet distribution is used to model the problem motivating
an algorithm that trades exploration and exploitation in presenting the images in
each round. A sparse data representation makes the algorithm scalable. Exper-
imental results show that the new approach compares favourably with previous
work.

1 Introduction

We consider content-based image retrieval in the case when the user is unable to specify the required
content through tags or other explicit properties of the images. In this type of scenario the system
must extract information from the user through limited feedback. We consider a protocol that oper-
ates through a sequence of rounds in each of which a set of k images is displayed and the user must
indicate which is closest to their target. Performance is assessed by (1) the number of rounds needed
before the target image is presented to the user or an image is presented that is among the t nearest
neighbours of the target in the database, where t ≥ 1 is a parameter of the problem; (2) the average
distance form the target of the k images presented to the user at each iteration.

While this problem has been studied before, we present a novel approach that makes use of the
Dirichlet distribution as the conjugate prior to the multinomial distribution in order to model the
system’s knowledge about the expected responses to the images. This enables us to assess the
performance of the system along various dimensions. Finally, performance is compared against
earlier solutions with favourable results.

1



2 Problem Definition

Following [1], we consider a model in which the search engine supports the user in finding an image
that best matches their query. In each iteration, k images from the database D are presented to the
user and the user selects the most relevant image from this set, according to the following protocol:
For each iteration i = 1, 2, . . . of the search:

• Search engine calculates a set of images xi,1, . . . ,xi,k ∈ D and presents them to the user.
• If one of the presented images matches the user’s query, then the search terminates.
• Otherwise the user chooses one of the images x∗

i as most relevant according to a distribution
D{x∗

i = xi,j | xi,1, . . . ,xi,k; t}, where t denotes the ideal target image.

2.1 The Algorithm

We describe an exploration strategy which is an attempt to solve the search problem. The algorithm
maintains weights m(x) on the images x in the database D and calculates the images to be presented
to the user according to these weights. The algorithm is motivated by the Dirichlet Process (DP).
We call it the Dirichlet Sampling (DS) search algorithm.

Let us begin with the definition of Dirichlet distribution ([8, 9, 5, 2, 6, 7]). The Dirichlet distribution
is a multi-parameter generalisation of the Beta distribution and defines a distribution over distri-
butions. Let Θ = {θ1, θ2, . . . , θn} be a multinomial probability distribution on the discrete space
X = {X1,X2, . . . ,Xn} with x a random variable in the space X . The Dirichlet distribution on
Θ is given by the following formula:

P (Θ | α, M) =
Γ(α)∏n

i=1 Γ(αmi)

n∏
i=1

θαmi−1
i (1)

where M = {m1,m2, . . . ,mn} is the base measure defined on X and is the mean value of Θ,
and α is a precision parameter that specifies how concentrated the distribution is around M . α
can be regarded as the number of (pseudo-) measurements observed to obtain M . The greater the
value of α, the more the distribution is concentrated around M . We refer to this distribution as
Dir(αm1, . . . , αmn) = Dir(αM)

Consider a possibly continuous input space X . A Dirichlet Process (DP) on X is a distribution
over distributions on X with samples being measures on X . For a random distribution G to be
distributed according to a DP, its marginal distributions on partitions of the input space have to
be Dirichlet distributed. G is Dirichlet Process distributed with base measure M and precision
parameter α, written G ∼ DP (α, M) if

(G(X1), . . . , G(Xn)) ∼ Dir(αM(X1), . . . , αM(Xn)) (2)

for every measurable partition X1, . . . ,Xn of X .

We are interested in using the Dirichlet distribution to learn a distribution from observations based
on a multinomial noise model. If the target distribution on X1, . . . ,Xn is µ = (µ1, . . . , µn), we
will observe Xi with probability µi. Let z1, . . . , zl s.t. zi ∈ {X1, . . . ,Xn} be a sequence of
independent draws from µ. We are interested in the posterior distribution G given the observations
of z1, . . . , zl. Let X1,X2, . . . ,Xn be a finite measurable partition of X , and let nk be the number
of observed values in Xk, that is nk =| {i : zi = Xk, i = 1, . . . , l} |. Then,

(G(X1), . . . , G(Xn)) ∼ Dir(αM(X1) + n1, . . . , αM(Xn) + nn) (3)

The posterior DP has updated precision parameter α∗ = α + l and the base measure M∗ =
αM+

Pn
i=1 nili

α+l , where li is a unit vector with entry 1 in the ith component.

The posterior base measure distribution is a weighted average between the prior base measures M

and the empirical distribution
Pn

i=1 nili
n . The weight associated with the prior base distribution is

proportional to α, while the empirical distribution has weight proportional to the number of obser-
vations n. Thus, as the number of observations grows larger and larger, n � α, the posterior is
dominated by the empirical distribution.

2



2.1.1 Application to the Image Selection Problem

Let D be a dataset of n images (xi)i=1,...,n. Let M = m1,m2, . . . ,mn be the base measure defined
on D . Initially, we set mi = 1

n for i = 1, . . . , n.

Let x∗
i ∈ {xi,1,xi,2, . . . ,xi,k} be the image chosen by the user at iteration i from among the k

presented images {xi,1,xi,2, . . . ,xi,k}. We suppress the index i to simplify the exposition. We
need to define the user model that defines how the image x∗

i is chosen. The simplest possibility is
that we view the set of images {x1,x2, . . . ,xk} as partitioning the complete space of images into
sets X1,X2, . . . ,Xk with Xj = {x : d(xj ,x) < d(xj′ ,x), j′ 6= j}. In the event of ties a random
assignment to one of the minimum distance partitions is made. Now, if we take the “true” response
probability as m∗

i ∝ exp(−ad(xi, t)2) where t is the target image, then the user model should
choose partition Xj with probability

P (Xj) =
∑

i:xi∈Xj

m∗
i (4)

When we consider the user’s choice, we need to update the base measures and the precision param-
eter. The standard posterior update tells us how to do this for the partition probabilities, but not for
the single images. Since we are not able to distinguish between the images in a partition, the natural
choice is to update

if xi ∈Xj then
mi ← αmi+|Xj |−1

α+1
else

mi ← αmi

α+1
end if
α← α + 1

Note that at each iteration the partition of the images will change, but that the update will correctly
compute the posterior measure over the complete set of images.

2.1.2 Balancing Exploration versus Exploitation

The final ingredient in the overall search algorithm is the way in which the images to be presented
to the user should be chosen at each iteration. This involves a trade-off between presenting images
that appear promising based on best current estimates of the mean given by the posterior measure
(mi)i=1,...,n (exploitation) and trying areas where our current estimate could be too pessimistic
(exploration). The strategy we adopt to solve this problem is to draw k samples from the posterior
distribution and select the image xj that has the highest probability in the jth sample, j = 1, . . . , k.
Note that we should not use the individual mj of the images when drawing these samples since the
image selected will be a proxy for the approximately n/k images in its partition and it is the partition
that we wish to choose. This problem is overcome by multiplying each of the αmi by n/k before
drawing each of the samples. We therefore summarise the selection algorithm as

for j = 1, . . . , k do
r← randg(m ∗ α ∗ n/k)
[val, i]← max(r)
ind[j]← i

end for
Output: Array ind gives indices of selected images

One way of viewing this strategy is to select images to display with probability proportional to the
probability that the partition they define contains the target. This algorithm randomly selects images
from the dataset according to their weights m. Images with higher weights are more likely to be
relevant and thus more likely to be presented to the user.

3 Experiments

The aim of the experiments is to investigate the following issues: (1) the scaling properties of the
algorithm; (2) comparison with previous work; (3) real-world performance of the algorithm. First,
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we present the results of our simulations with a user model, followed by experiments involving real
users.

For the experiments, we used the VOC2007 dataset ([4]) with 23 categories and 9963 images. The
dataset was built for the PASCAL Visual Object Classes Challenge 2007. The goal of the challenge
was to recognise objects from several classes in realistic scenes. The 23 classes (and subclasses)
are: person (person, foot, hand, head), animal (bird, cat, cow, dog, horse, sheep), vehicle (aeroplane,
bicycle, boat, bus, car, motorbike, train) and indoor (bottle, chair, dining table, potted plant, sofa, tv
monitor). Each of the 9963 images in the dataset is annotated by a bounding box and class label for
each object from the 23 classes present in the image. Multiple objects from multiple classes may be
present in an image. Each image is represented as a 23-dimensional vector, where each feature value
is the fraction of that particular feature in an image. If no object from a particular class is present in
the image, then the feature value is 0.

For an easier analysis, we set k = 2 so that only 2 images are presented to the user in each iteration.
The number of search iterations is expected to be significantly reduced for larger k. All reported
results are averaged over 1000 searches for randomly selected target images from the dataset.

3.1 The User Model

We assume that the choice of one of the presented images is a random process, where more relevant
images are more likely to be chosen. This models some source of noise in the user’s selection
process. We will use this model in our simulation experiments involving the algorithms proposed
in [1] and [3]. Following [1], we assume a similarity measure S(x1,x2) between images x1,x2,
which also measures the relevance of an image x compared to an ideal target image t by S(x, t).
Let 0 ≤ λ ≤ 1 be the uniform noise in the user’s choice. The probability of choosing image xi,j is
given by:

D{x∗
i = xi,j | xi,1, . . . ,xi,k; t} = (1− λ)

S(xi,j , t)∑k
j=1 S(xi,j , t)

+
λ

k
(5)

Assuming a distance function d(·, ·), a possible choice for the similarity measure S(·, ·) is:

S(x, t) = exp{−ad(x, t)2} (6)

with parameter a > 0. Thus, the user’s response depends on the squared distance of the selected
images from the ideal target image. As a consequence, the accuracy of the user’s response will
deteriorate if the presented images are far from the ideal target image. In all the experiments, we
use squared Euclidean norm d(x, t) =‖ x − t ‖ as the distance measure between image x and the
target image t.

There is a slight mismatch between the noise model proposed by [1] and the Dirichlet prior we
have adopted in the DS algorithm. This is because the probability of response is computed from the
distance of the images that define the partitions of the images rather than the probability of the par-
titions in a target distribution td, that is P (Xj) ∝

∑
i:xi∈Xj

tdi. We will perform experiments with
this alternative Dirichlet noise model with the DS algorithm, where we take the target distribution
to be defined as tdi ∝ exp{−ad(xi, t)2}.

3.2 The DS algorithm experiments

In the first set of experiments, we used simulations with the Dirichlet user model described above.
The a parameter in the noise model was set to 0.5 in all the experiments described below. We tested
the scaling properties of the algorithm by increasing the size of the image target set, while keeping
the size of the image database constant. As Table 1 shows, the DS algorithm retains its scaling
properties with the Dirichlet noise model - as the target size gets smaller, the average number of
iterations required to complete the search gets bigger.

3.2.1 Sparse data representation

Although the DS algorithm’s scaling properties look encouraging, when the image dataset is very
large, calculating the distances of all the data points from the k images presented to the user at
each iteration This step is computationally very expensive. Assuming that the user is presented
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Table 1: Scaling of the DS algorithm with target size for a fixed image set size.

Target size DS DS with sparse representation

1 330 230
5 99 155
10 60 104

with k images at each iteration and each datapoint is represented as a d-dimensional feature vector,
then each iteration of the search algorithm is of the order O(knd). An algorithm with this level of
complexity is not easily applicable to interactive web applications where speed is of vital importance
and where large datasets in the order of millions of images are involved. We propose a revised
version of the DS algorithm, where we work with a sparse representation of D , thus reducing the
number of calculations required in this step of the search algorithm.

Assuming that we have an image dataset D with n images, initially we produce a small dataset
A = {y1, y2, . . . , yl : yi ∈ D : l < n}. At each iteration, we replace f data points with the lowest
base measures mi with new data points {y1, y2, . . . , yf : yj ∈ D ∧ yj /∈ A }. After updating the
dataset A , we calculate the base measure mj of a newly added point yj :

for i = 1, . . . , l do
bi = d(yi, yj)

end for
[val, ind] = min(b)
mj = mind

That is, the base measure of a newly added point takes the value of the base measure of the point in
A closest to it.

The intuition behind this algorithm is that in each iteration we remove data points with the lowest
weights and consequently the lowest probability of being in the proximity of the target image. Thus,
although the dataset A is much smaller than the original image dataset D , as the search progresses,
A contains more and more images close to the target image with very few images of little interest
to the user.

We tested the performance of the DS algorithm using this sparse data representation. The size of
A was 300 and in each iteration we replaced 50 data points with the lowest base measures with
new points sampled randomly from the remaining set of images. The results of the experiments are
summarised in Table 1.

The experiments indicate that data sparse representation allows the DS algorithm to find the target
image faster. Figure 1 shows the average distance from the target of the images presented to the
user in the first 30 iterations of the DS algorithm with and without using data sparse representation.
After an average of 10 -15 iterations, the version of the DS algorithm with sparse data representaion
performs better.
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Figure 1: (a) The average distance from the target of the images shown to the user in 30 iterations of
the DS algorithm with and without sparse data representation; (b) The distance of the image closest
to the target in each iteration.
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3.3 Related image retrieval algorithms

In this section, we compare the performance of the DS algorithm with two alternatives: the search
algorithm proposed by [1] (AL algorithm) and PicHunter [3]. In this set of simulation experiments
we used the user model described in Section 2.1. The values of a and λ in the user model were kept
constant at 8 and 0.1, respectively.

The AL algorithm proposes the following weighting scheme that demotes all apparently less relevant
images by a constant discount factor 0 ≤ β < 1. Let w = {w1, w2, . . . , wn} be the weights of the
images in the dataset. Initially, all wi = 1. Let x∗

i ∈ {xi,1, . . . ,xi,k} be the image chosen by
the user as the most relevant at iteration i. If the search has not terminated, then all the images
xi,1, . . . ,xi,k are not sufficiently relevant and thus their weights are set to 0. All the images closer
to some xi,j rather than to x∗

i are demoted by the discount factor β (see [1] for more details). The
images presented to the user are selected by the random sampling algorithm, which randomly selects
(without repetition) images from the dataset according to their weights. The search terminates when
the user is presented with the target image. The average number of iterations ranges from 204 to
354, depending on the value of β, with best performance when β = 0.6 We also tested the scalability
of the algorithm with regards to the size of the target set, while keeping the size of the image dataset
constant. The results of these experiments are presented in Figure 2. When the target set consisted
of 5 points, the average number of iterations ranged from 118 to 209, while when the target set
consisted of 10 points, the average number of iterations ranged from 95 to 161, depending on the
value of β.

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
200

220

240

260

280

300

320

340

360

beta

Av
er

ag
e 

nu
m

be
r o

f i
te

ra
tio

ns

(a)

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
90

100

110

120

130

140

150

160

170

beta

Av
er

ag
e 

nu
m

be
r o

f i
te

ra
tio

ns

(b)

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
0

500

1000

1500

2000

2500

3000

beta

Av
er

ag
e 

nu
m

be
r o

f i
te

ra
tio

ns

(c)

Figure 2: Average number of search iterations of the AL algorithm with varying β. The search
terminates when the user is presented with (a) the target image or (b) one of the 10 images closest
to the target image when the weights of images presented to user are set to 0. The search terminates
when the user is presented with target image when weights of presented images are not set to 0.

In the AL algorithm, weights of the images presented to the user are set to 0. Effectively, at each
iteration we are reducing the set of possible images that can be presented to the user. We consider
this to be a strategy that will only have an effect for relatively small databases and/or small values
of t, the neighbourhood size of the target that is accepted. The reason for this is best illustrated by
considering a fixed ratio of the size n of the database and t: n/t = r. Now if we scale up n keeping
r fixed we would expect the number of images shown to remain constant and hence the number that
had their weights set to zero would be the same. This number would be a decreasingly small fraction
of the size n of the database and so would no longer have any influence on the algorithm. Thus, in
the next set of experiments, the weights of the images presented to the user are never set to 0. We set
the search terminates when the number of iterations reaches 3000 or when the user is presented with
the ideal image. The results of the experiments are presented in Figure 2(c). The algorithm performs
dramatically worse with the lowest average number of 460 iterations. As in previous experiments,
the convergence rate improves if the size of the target set is increased from 1 to 10. The average
number of iterations varies between 1720 and 139.

The PicHunter image retrieval [3] system uses Bayes’ rule to predict the user’s target image based
on the user’s actions. The system maintains a set of probabilities p1:n for every image x1:n in a
dataset. Initially, all the probabilities pi = 1

n . During each iteration m, the search engine displays a
set of images s = s1, . . . , sk and the user selects an image sm,i

1. After each iteration, the system

1PicHunter allows the user to select more than one image in each iteration. For the sake of comparison, in
the experiments reported in this paper, the user was allowed to select only one image in every iteration.
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estimates the probability that image xi is the user’s target image, given the session history, and k
images with the highest probability are presented to the user. The probabilities are updated as in
pi = pi ∗ G(d(xi, sm)), where d(xi, sm) =‖ xi − sm ‖ is the distance between xi and the image
sm selected by the user in iteration m, and G is defined as:

G =
exp(−d(xi, sm))/σ∑n

j=1 exp(−d(xj , sm))/σ
(7)

In all the experiments reported here σ = 0.3 The results of the simulations involving PicHunter are
presented in the Table 2 below. The algorithm performs significantly worse than the DS algorithm.
The disappointing results of PicHunter may be due to an ill-fitting user model.

Table 2: Scaling of the PicHunter algorithm with target size for a fixed image set size.

Target size Average number of iterations

1 1188
5 917
10 733

3.4 Comparison of the algorithms

In this section we compare the performance of the three algorithms. In general, the DS algorithm
outperforms both the AL algorithm and PicHunter. The AL algorithm performs slightly better than
the DS algorithm only when the weights in the AL algorithm are allowed to be set to 0 when the
target set consists of a single image. However, as mentioned earlier, one might expect the user to
terminate the search once he is shown an image that is close enough to his ideal target. Thus, we
might view the cases where the target set is larger than 1 to be more representative of a real-life
image search scenario. Performance of the AL algorithm deteriorates dramatically if the weights of
the images are never set to 0. As discussed earlier, this renders the AL algorithm not particularly
well suited for large datasets.

In all the experiments reported so far, the user is always presented with only two images at each
iterations, which requires a high number of iterations to complete the search. However, one might
expect a significant improvement in performance once the number of images presented to the user
is increased. We compare the performance of the three algorithms as the value of k increases. In all
the experiments reported below, the value of β in the AL algorithm was set to 0.6, and the value of
σ in PicHunter was set to 0.3. The results of the experiments are presented in Table 3. We report
the average number of iterations required to terminate with respect to the size of the target set and
the value of k. As Table 3 shows the DS algorithm proposed in this paper significantly outperforms
the AL algorithm and PicHunter in all the experiments.

Table 3: Comparison of the performance the AL algorithm, the DS algorithm and PicHunter PH as
the value of k increases.

k = 2 k = 5 k = 10
Target Size AL DS PH AL DS PH AL DS PH

1 845 330 1188 431 123 917 228 71 733
5 448 99 448 92 46 356 43 24 264
10 219 60 216 51 28 172 22 16 136

3.5 Real-world experiments

While all the experiments described so far were based on simulations, the last set of experiments
involves real users. For this purpose, we built a prototype search engine based on the DS algorithm.
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The system uses a simple user interface designed to search for target images with minimum training.
The user interface is shown in Figure 3 . At the start of the session, the user is shown the target image.
The user presses the start button and is taken to the next page where he is presented with k images.
In the experiments reported here k = 6. The target image is always present in the left top corner of
the display to avoid possible interference from memory problems. The user selects the image that is
most similar to the target image by clicking ‘next’ on that particular image. The process is repeated
until the desired image is found, at which point the user clicks ‘this one!’ on the selected image.

(a) (b)

Figure 3: User interface of the image search prototype system.

The system was tested on 10 users who performed 4 searches using the DS algorithm, the AL
algorithm as well as a random search, i.e. 40 searches for each type of algorithm. The users were
instructed to terminate the search when they found the target image or after 50 iterations of the search
algorithm. If after 50 iterations, the target still has not been found, the user was asked to select the
image most similar to the target. The average number of iterations that was required to find the
target image using the DS algorithm was 29. The AL algorithm and random search took on average
a similar number of iterations, i.e 47 and 48, respectively. We expect these results to improve for
larger values of k. Although the target image was always on display during the search process, some
of the subjects still continued with the search in spite of the fact that the image they are looking for
had already been shown during an earlier iteration. For this reason, at iteration we calculated the
average distance of the currently displayed images from the target image. Our expectation was that
at each iteration the average distance would be getting smaller until eventually it flattens out. The
averages of the first 10 iterations of the three search strategies are presented in Figure 4 . However,
more extensive experiments involving real users are required to fully assess the usability of the DS
algorithm (with and without sparse data representation) in real-world applicaions.
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Figure 4: (a) The average distance from the target of the images shown to the user in the first 10
iterations of the DS algorithm, the AL algorithm and random search; (b) The distance of the image
closest to the target in each iteration.

4 Conclusions

We have presented a new approach to content-based image retrieval based on multinomial relevance
feedback. We model the knowledge of the system using a Dirichlet process. The model suggests an
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algorithm for generating images for presentation that trades exploration and exploitation. The model
also enables us to make predictions about the scaling of the algorithm and convergence properties.
We have verified that these predictions are borne out in our experiments. The experiments have
also explored the degree of misfit between the model and the real retrieval protocol. Furthermore
the experiments confirm that the new approach outperforms earlier work using a more heuristic
strategy.
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