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The well-known EM algorithm is an optimization transfer algorithm that depends 
on the notion of incomplete or missing data. By invoking convexity arguments, one 
can construct a variety of other optimization transfer algorithms that do not involve 

missing data. These algorithms all rely on a majorizing or minorizing function that serves 
as a surrogate for the objective function. Optimizing the surrogate function drives the 
objective function in the correct direction. This article illustrates this general principle by 
a number of specific examples drawn from the statistical literature. Because optimization 
transfer algorithms often exhibit the slow convergence of EM algorithms, two methods of 

accelerating optimization transfer are discussed and evaluated in the context of specific 
problems. 

Key Words: Convexity; EM algorithm; Majorization; Maximum likelihood; Newton's 
method. 

1. INTRODUCTION 

Although the repeated successes of the EM algorithm in computational statistics have 

prompted a veritable alphabet soup of generalizations (Dempster, Laird, and Rubin 1977; 
Little and Rubin 1987; McLachlan and Krishnan 1997), all of these generalizations retain 
the overall missing data perspective. This article surveys a different extension that features 

optimization transfer rather than missing data. The EM algorithm transfers maximization 
from the log-likelihood L(0) of the observed data to a surrogate function Q(O 01n) 
depending on the current iterate On through the complete data. The key ingredient in 

making this transfer successful is the fact that L(O) - Q( G I 01) attains its minimum at 
0 = 3O. Thus, if we determine the next iterate 0n+l to maximize Q( I On), then the 
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well-known inequality 

L(on+l) = Q(on+l Ion) + L(on+l) _ Q(On+l I on) 
> Q(On I o") + L(o) -_ Q(0" i 0") 
= L(on) 

shows that we increase L(O) in the process. The EM derives its numerical stability from 
this ascent property. 

The ascent property of the EM algorithm ultimately depends on the entropy inequality 

Ea [lnb(Z)] < Ea [lna(Z)] (1.1) 

for probability densities a(z) and b(z). Inequality (1.1) is an immediate consequence 
of Jensen's inequality and the convexity of -ln(z). In the EM setting, we denote the 

complete data by X with likelihood f(X I 0) and the observed data by Y with likelihood 

g(Y I 0). In inequality (1.1) we replace Z by X given Y, b(Z) by the conditional den- 

sity f(X | 0)/g(Y I 0), and a(Z) by the conditional density f(X I On)/g(y I on). Setting 
Q(0 I 0,n) = E [ln f(X I 0) I Y = y, 0n] and L(O) = g(Y | 0) then gives 

Q( I n) -L(0) E ln 
(Y 0)_ Y, 

on 

< E ln_(0 l)IYl n 
{i -f(YX 

)- 
n 

; 

= Q(o I o) - L(o0). 

In other words, if we redefine Q(0 I 0n) by adding the constant L(On) - Q(On I on) to it, 
then 

L(0) > Q(0 n) (1.2) 

for all 0, with equality for 0 = 0n. The EM algorithm proceeds by alternately forming 
the minorizing function Q(0 I On) in the E step and then maximizing it with respect to 0 
in the M step. 

If we want to minimize an arbitrary objective function L(O), then we can transfer 

optimization to a majorizing function Q(0 1 0n), defined as in inequality (1.2) but with the 

inequality sign reversed. Minimizing Q(0 I on) then drives L(0) downhill. "Optimization 
transfer" seems to us to be a good descriptive term for this process. The alternative term, 
"iterative majorization," is less desirable in our opinion. First, it suffers from the fact 
that "majorization" also refers to an entirely different topic in mathematics (Marshall and 
Olkin 1979). Second, as often as not, we seek to minorize rather than majorize. Regardless 
of nomenclature, optimization transfer shares with the EM algorithm the exploitation of 

convexity in constructing surrogate optimization functions. 
In those cases where it is impossible to optimize Q(o I an) exactly, the one-step 

Newton update 

on+1 = 0n _ d2Q(on I on)-ldL(on)t (1.3) 
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can be employed. Here d denotes the first differential with respect to 0, and d2 denotes 
the second differential. In differentiating Q(0 I on), we always differentiate with respect 
to the left argument 0, holding the right argument on fixed. Note that the first differential 
of Q(0 I on) satisfies dQ(0n [ On) = dL(On) because L(0) - Q(O 6[ O) has a stationary 
point at 0 = on. Also observe that in most practical problems, Q(O 8on) is either strictly 
concave or strictly convex or can be rendered so by an appropriate change of variables. 
This fact ensures that the inverse d2Q(0n O n)-1 exists in the approximate optimization 
transfer algorithm (1.3). This algorithm generalizes the EM gradient algorithm introduced 

by Lange (1995b) and enjoys the same local convergence properties as exact optimization 
transfer. 

In common with the EM algorithm, optimization transfer tends to substitute simple 
optimization problems for difficult optimization problems. Simplification usually relies 
on one or more of the following devices: (1) separation of parameters; (2) avoidance 
of large matrix inversions; (3) linearization; (4) substitution of a differentiable surrogate 
function for a nondifferentiable objective function; and (5) graceful handling of equality 
and inequality constraints. Optimization transfer also shares with the EM algorithm an 

agonizingly slow convergence in some problems. Besides bringing to the attention of 
the statistical community the wide variety of optimization transfer algorithms, this article 

suggests remedies that accelerate their convergence. 
Sorting out the history of optimization transfer is as problematic as sorting out the 

history of the EM algorithm. The general idea appears in the numerical analysis text 
of Ortega and Rheinboldt (1970, pp. 253-255) in the context of line search methods. 
De Leeuw and Heiser (1977) presented an algorithm for multidimensional scaling based 
on majorizing functions; subsequent work in this area was summarized by Borg and 
Groenen (1997). Huber and Dutter treated robust regression (Huber 1981). Bohning 
and Lindsay (1988) enunciated a quadratic lower bound principle. In medical imaging, 
De Pierro (1995) used optimization transfer in emission tomography, and Lange and 
Fessler (1995c) used it in transmission tomography. The recent articles of de Leeuw 

(1994), Heiser (1995), and Becker, Yang, and Lange (1997) took a broader view and 
dealt with the general principle. 

In the remainder of this article, Section 2 reviews some of the methods of constructing 
majorizing and minorizing functions. Each method is illustrated by one or two known 

examples taken from the fragmentary literature on optimization transfer. (The material 
on asymmetric least squares and separation of parameters in multidimensional scaling 
is new.) We hope that readers come away with the impression that construction of 
a surrogate function via convexity is no more of an art than the clever specification 
of a complete data space in an EM algorithm. Section 3 briefly mentions the local 
and global convergence theory of optimization transfer and the theoretical criterion for 

judging its rate of convergence. Sections 4 and 5 deal with two different techniques 
for accelerating convergence, and Section 6 provides examples of the effectiveness of 
acceleration. Section 7 concludes the article with a discussion of open problems and 
other applications of optimization transfer. 
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2. CONSTRUCTING OPTIMIZATION TRANSFER 
ALGORITHMS 

There are several ways of exploiting convexity in constructing majorizing and mi- 

norizing functions. Suppose f(u) is convex with differential df(u). The inequality 

f(v) > f(u) + df(u)(v - u) (2.1) 

provides a linear minorizing function at the heart of many optimization transfer algo- 
rithms. 

Example 1: Bradley-Terry Model of Ranking. In the sports version of the 

Bradley and Terry model (Bradley and Terry 1952; Keener 1993), each team i in a 

league of teams is assigned a rank parameter Oi > 0. Assuming ties are impossible, team 
i beats team j with probability Oi/(Oi + Oj). If this outcome occurs yij times during a 
season of play, then the log-likelihood of the league satisfies 

L(0) = ij {lnOi -ln(i + Oj)} 
i,j 

> Yij {lnOi-ln(on + 0O) -i + j 
~ 

- -- } 

= Q(0 on) 

based on inequality (2.1) with f(u) = -In u for u > 0. The scheme 

^n+1 - Eji Yij 

ij i(Yij + Yji)/( tn + 07) + -2 1 + 

obviously maximizes Q(0 On) at each iteration. Because L(0) = L(cO) for c > 0, we 
constrain 01 = 1 and omit the update l +1. 

Example 2: Least Absolute Deviation Regression. Given observations y,..., 
Yn and regression functions /u1(0),... , ln(0), least absolute deviation regression seeks 
to minimize L,i=1 lYi - i(0)l with respect to a parameter vector 0. If we let ri(0) denote 
the squared residual [yi - /Li(0)]2 and invoke the convexity of the function f(u) = -/u, 
then inequality (2.1) implies 

m m 

i=1 i=1 

-E -1 ri (0) 
- 

rio 
> -E r2(n) - 

r 
i=1 It( 

Thus, we transfer minimization of Eimil yi - Li(O)l to minimization of the surrogate 
function E il wi(on){yi -,Li(0)}2, where the weight wi(0) = /lyi - Izi(0)1. Although 
the resulting iteratively reweighted least squares algorithm (Mosteller and Tukey 1977; 
Rousseeuw and Leroy 1987; Schlossmacher 1973) is actually an EM algorithm, this subtle 
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fact is far harder to deduce than our simple derivation of the algorithm from convexity 
considerations (Lange and Sinsheimer 1993). The preceding arguments generalize in 

interesting and useful ways to estimation with elliptically symmetric distributions such 
as the multivariate t (Huber 1981; Lange, Little, and Taylor 1989; Lange and Sinsheimer 
1993). 

Sometimes it is preferable to majorize or minorize by a quadratic function rather 
than a linear function (Bohning and Lindsay 1988; de Leeuw 1994). This will often 
be the case for a convex objective function f(u) with bounded curvature. To be more 

precise, suppose the Hessian d2f(u) satisfies B > d2f(u) for some matrix B > 0 in the 
sense that B - d2f(u) and B are both positive definite. Then it is trivial to prove that 

f(v) < f(u) + df(u)(v -u)+ (v-u)tB(v-u). (2.2) 

Example 3: Logistic Regression. Bohning and Lindsay (1988) considered logistic 
regression with observation yi, covariate vector xi, and success probability 

extO 

( 1 + e.o 

at trial i. Straightforward calculations show that over m trials the observed information 
satisfies 

m 1 m 

-d2L(0) = i(l -ri)XiXt < E 
i=1 i=l 

The log-likelihood L(0) is therefore concave, and inequality (2.2) applies with objective 
function f(0) = -L(0) and B = \ ZEi xiit. Optimization transfer in this instance is 
similar to Newton's method for maximizing L(0) except that the constant matrix B is 
substituted for -d2L(0) at each iteration. The advantage of optimization transfer is that 
B need be inverted only once, rather than at each iteration. 

Example 4: Multidimensional Scaling. Multidimensional scaling attempts to 
represent q objects as faithfully as possible in p-dimensional space given a weight wij > 0 
and a dissimilarity measure Yij for each pair of objects i and j. If Oi E RP is the position 
of object i, then the p x q parameter matrix 0 with ith column 0i is estimated by 
minimizing the stress 

o2(0) = Wij(Yij - li - 0jll)2 
1<i<j<q 

= E wijy2 - 2 E wijYilj ,i-- ,j+ Wij oi- Oj12, 
l<i<j<q I<i<j<q 1<i<j<q 

where Illi - Ojll is the Euclidean distance between Oi and Oj. The stress function is 
invariant under translations, rotations, and reflections of RP. To avoid translation and 
rotation ambiguities, we take 01 to be the origin 0 and the first p - 1 coordinates of 02 to 
be 0. Convergence to one member of a pair of reflected minima immediately determines 
the other member. 
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The Cauchy-Schwarz inequality 

-Ili - 11 11 - 0ll < -(Oi- j) (0 - 
07) 

allows us to effect an optimization transfer to the quadratic majorizing function 

Q (o I on = S wijY - -2 wij Yij (Oi - Y ( )t(fl 
- 0) ~(010n) -- ~ w 

Uijij_02 - I0 1 IIn 3 
I<i<j<q 1<i<j<q 1i J 

+ E Wij lOi- OjI2 (2.3) 
1<i<j<q 

and minimize Q( I On) instead of r2(0) (de Leeuw and Heiser 1977; Groenen 1993). 

Example 5: Asymmetric Least Squares. Efron (1991) proposed the method of 

asymmetric least squares for regression problems in which there is a reason to penalize 
positive residuals and negative residuals differently. Consider the function 

p() = fr2 r<0 
w wr2 r > 0 

where w is a positive constant. Asymmetric least squares minimizes the quantity 

Zi=1 P{i - i(0) } for observations yi and corresponding regression functions [Li(0). 
Newton's method and the Gauss-Newton algorithm are natural candidates to use in this 
context. However, the Hessian of the objective function exhibits discontinuities. A way of 

circumventing this difficulty is to transfer optimization to a quadratic majorizing function. 
If we define ri(0) = yi - i(0) and set 

([r I ri(0)] = wr2 - 2(w - l)ri(0n)r + (w- l)ri(0n)2 r (0n) < 0 
wr2 ri (n) > 0' 

for w > 1 and 

ri(on) r2 ri(on) < 0 
([ I i( )\] r2 + 2((w- 1)ri(0n)r- (w- 1)ri(on)2 ri(on) > 0 

for w < 1, then the quadratic Z-i=l ([ri(0) ri(On)] majorizes the objective function. 
A third method of constructing a majorizing function depends directly on the inequal- 

ity f(Zi aivi) < Ei acif(vi) defining a convex function f(u). Here the coefficients oi 
are nonnegative and sum to 1. It is helpful to extend this inequality to 

f(c'v) < 5 CiW (2.4) 
Cw Wi 

when all components ci and wi of the vectors c and w are positive. One of the virtues of 

applying inequality (2.4) in defining a surrogate function is that it separates parameters in 
the surrogate function. This feature is critically important in high-dimensional problems. 

Example 6: Transmission Tomography. In transmission tomography, high en- 

ergy photons are beamed from an external X-ray source and pass through the body to an 
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external detector. Statistical image reconstruction proceeds by dividing the plane region 
of an X-ray slice into small rectangular pixels and assigning a nonnegative attenuation 
coefficient Oj to each pixel j. A photon sent from the source along projection i (line 
of flight) has probability exp(-l/0) of avoiding absorption by the body, where li is the 
vector of intersection lengths lij of the ith projection with the jth pixel. If we assume 
that a Poisson number of photons with mean di depart along projection i, then a Poisson 
number yi of photons with mean di exp(-1t0) is detected. Because different projections 
behave independently, the log-likelihood reduces to 

L() = (-die-l +yilndi - yil - lni!). (2.5) 

We now drop irrelevant constants and abbreviate the log-likelihood in (2.5) as L(0) = 
- i fi(ltO) using the strictly convex functions fi(u) = die-u + yiu. Owing to the 

nonnegativity constraints Oj > 0 and lij > 0, inequality (2.4) yields 

L(O) = - fi (l0) 
i 

> -Z 1 9 (ioo) - E E n fi ( oj) ji 
= Q(0 on), 

with equality when 0j = 0j for all j. By construction, maximization of Q(0 0n) sepa- 
rates into a sequence of one-dimensional problems, each of which can be solved approx- 
imately by one step of Newton's method (Lange 1995b). 

In a different medical imaging context, De Pierro (1995) introduced a fourth method 
of optimization transfer. If f(u) is convex, then he invoked the inequality 

f(ctv) < oaif (vi - wi) + ct , (2.6) 
i O~ai 

where ai > 0, Ei ai = 1, and ai > 0 whenever ci 7 0. In contrast to inequality 
(2.4), there are no positivity restrictions on the components ci or wi. However, we must 
somehow tailor the ai to the problem at hand. Among the candidates for the ai are 

tcilP/[IclIJ with Ilcllp = Ei ciP. When p = 0, we interpret ai as 0 when ci = 0 and as 

1/m when ci is one among m nonzero coefficients. 

Example 7: Ordinary Linear Regression. Application of inequality (2.6) to the 
least squares criterion Ei=l (Yi - xit)2 implies 

m m x 2 

-(Yi - X:9)2 < E aij y i Xj j (Oj) 9 _ Xo- n 
i= l i=1 j 

=Q(0 I "). 

Minimization of the surrogate function Q( I on) then yields the updates 

-- 8 
n E ij i(Yi -_ Xi n) fOn+l Ojn + Ei=l X 2ij(Yij -x. 

) 

i-- 1ij E~i=1 aij 

7 

This content downloaded from 194.199.21.170 on Fri, 29 Mar 2013 10:36:08 AM
All use subject to JSTOR Terms and Conditions

http://www.jstor.org/page/info/about/policies/terms.jsp


K. LANGE, D. R. HUNTER, AND I. YANG 

which involve no matrix inversion (Becker, Yang, and Lange 1997). It seems intuitively 
reasonable to put aij = IXij /(Ek lXikl) in this context. 

Example 8: Poisson Regression. In a Poisson regression model with observation 

yi for case i, it is convenient to write the mean diex as a function of a fixed offset 
di > 0 and a covariate vector xi. Inequality (2.6) applies to the log-likelihood 

m 

L(0) = (-diex +Yilndi +yix0-lnyi!) 
i=l 

because the function fi(u) = -dieu + yiu is concave. In maximizing the corresponding 
surrogate function, one step of Newton's method yields the update 

n+1 n mi=l Xij(Yi - di ext ) 
+ = j 

E o+ m 

Readers can consult Becker, Yang, and Lange (1997) for details and other examples 
of how De Pierro's method operates in generalized linear models. It is noteworthy that 
minorization by a quadratic function fails for Poisson regression because the functions 

fi(u) do not have bounded curvature. 

Example 9: Separation of Parameters in Multidimensional Scaling Even af- 
ter transferring optimization of the stress function to a quadratic majorizing function in 

Example 4 (p. 5), we face the difficulty of solving a large, nonsparse system of linear 

equations in minimizing the quadratic. This suggests that we attempt to separate param- 
eters. In view of the convexity of the Euclidean norm I . II and the square function x2, 
the offending part of the quadratic (2.3) can itself be majorized via the inequalities 

i < {| 2(0i -0 ) + -20( + n 2(-j ) + 0)0 -n 0 1 1 

< -112(0i - 0 ) + 0n - 0n12 + -12(-0j + 07) + 0n 
- 0 ll2 2 2 

1 f2 2 
= 2 oi- (6 + n) +2 oj-_ (07 +0) 

Once again equality occurs throughout if 0i = 6o and Oj = 07. 

3. LOCAL AND GLOBAL CONVERGENCE 

The local and global convergence properties of optimization transfer exactly parallel 
the corresponding properties of the EM and EM gradient algorithms. This is hardly 
surprising because the relevant theory relies entirely on optimization transfer and never 
mentions missing data. The current development follows Lange (1995b) closely. 
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To describe the local rate of convergence in the neighborhood of an optimal point 
0??, we introduce the map M(O) taking the current iterate 0n into the next iterate On+l = 
M(On). A first-order Taylor expansion around the point ?O gives 

On+l 00 +dM(000) (n- _ ), 

and correctly suggests that On converges geometrically fast to 9?? with rate determined by 
the dominant eigenvalue of dM(O0). If it is impossible to maximize Q(O I an) exactly, 
one can always iterate according to Equation (1.3). In this case, it is easy to see that 
the iteration map M(0) = 0 - d2Q(O I 0)-dL(0) has differential dM(O0) = I - 

d2Q(OoI 0?00)-ld2L(O??) at 0??. Because Newton's method converges at a quadratic 
rate and optimization transfer at a linear (geometric) rate, both optimization transfer and 
its gradient version converge at the geometric rate determined by the dominant eigenvalue 
of I - d2Q(Ooo | Ooo)-ld2L(O?O). 

Global convergence depends on several weak assumptions which are usually easy 
to check for a particular optimization transfer algorithm. In the case of maximization, 
we assume that the iteration map M(0) is continuous and satisfies L[M(O)] > L(O), 
with equality iff 0 is a fixed point of M(O). If we assume further that the set of fixed 
points of M(O) coincides with the set of stationary points of L(O), then L(O) serves 
as a Lyapunov function for M(O) (Luenberger 1984), and classical arguments imply 
that any limit point of the sequence 0n+' = M(On) is a stationary point of L(O). As a 
corollary, if L(O) possesses a single stationary point-for example, if L(O) is a strictly 
concave log-likelihood function-then optimization transfer is guaranteed to converge to 
it provided the iterates o0 stay within a compact set. The hypotheses of this convergence 
theorem may be weakened slightly (McLachlan and Krishnan 1997), but this simple 
version suffices for our purposes. 

We now turn to some interesting remarks of de Leeuw (1994) and Heiser (1995) 
regarding the construction of surrogate functions. Most objective functions L(O) can be 
expressed as the difference 

L(0) = f ()-g(0) (3.1) 

of two concave functions. The class of functions permitting such nonunique decomposi- 
tions is incredibly rich and furnishes the natural domain for optimization transfer. This 
class is closed under finite sums, products, maxima, and minima and includes all piece- 
wise affine functions and twice continuously differentiable functions (Konno, Thach, and 
Tuy 1997). The point of the decomposition (3.1) is that we can transfer maximization of 

L(0) to the concave function 

Q(0 I on) = f(0)-dg(0)( _- n) 

because -g(O) + dg(On)(0 - on) > -g(On) holds for all 0, with equality at 0 = 0n. 
This transfer works even if g(0) fails to be differentiable at 0n provided we use an 
appropriately defined subdifferential. 

Taking second differentials in Equation (3.1) gives the decomposition 

d2L(0) = N(0)+ P(0) 

9 
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of d2L(O) into a sum of a negative definite matrix N(0) = d2f(0) and a positive definite 
matrix P(0) = -d2g(0). The matrices N(0) and P(0) together determine the local 

convergence rate of optimization transfer through the dominant eigenvalue of 

I -N(0)-' [N(o) + P(09)] = -N(0o)-1P(0) 

at the global maximum point 0? of L(0). Away from 0??, the decomposition (3.2) 
also provides the basis for acceleration of the algorithm. This brings up the intriguing 
question of whether we should highlight the decomposition (3.2) as having priority over 

optimization transfer. Indeed, the ascent algorithm 

n+l o- = - N(0n)-~dL(0n)t (3.3) 

is well defined regardless of whether N(0n) corresponds to the second differential 

d2Q(n 0 on) of a surrogate function Q(0 1 n). 

Example 1 (p. 4) illustrates our point. If we assume that there are just two teams, 
and team 1 always beats team 2, then 

d2L(0) 
Y12 

(0 
0 Y12 1 1 

1 (010 (112 

o0 0 Y12 (1 
-Y12 (01 + 02)-2 ) (01 +02)2 1 2 

Both of these decompositions take the form (3.2), but only the first arises from the 
stated optimization transfer. In fact, no optimization transfer can account for the second 

decomposition. If, on the contrary, we suppose that 

d2f(0) = -Y12 (O-2 
0 (01 + 02)-2 

then we immediately deduce 

a0 f(0) = 2y12(01 02)-3 + 0 - 
o f(0), 

contradicting the required equality of mixed partial derivatives. 
It is clear, however, that the first decomposition is preferable to the second. First, 

it is equally simple, and second, it leads to faster convergence when extended to the 

larger league. According to the theory in Lange (1995b), the local convergence rate A of 

optimization transfer is determined by the maximum value of the function 

vtd2L(O0)v 
vtN(0o)v 

for v f: 0. Given that d2L(00) is negative definite, two different decompositions involv- 

ing negative definite parts N1 (00) > N2(0?) lead to convergence rates satisfying the re- 
versed inequality A1 < A2. In the Bradley-Terry model, it is obvious that N1 (0) >- N2(0) 
for all 0, and this ordering persists when we add more teams. 

10 
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4. QUASI-NEWTON ACCELERATION 

Optimization transfer typically performs well far from the optimum point. However, 
Newton's method enjoys a quadratic convergence rate in contrast to the linear conver- 
gence rate of optimization transfer. These considerations suggest that a hybrid algorithm 
that begins as pure optimization transfer and gradually makes the transition to New- 
ton's method may hold the best promise of acceleration. We now describe one such 

algorithm based on quasi-Newton approximation (Jamshidian and Jennrich 1993, 1997; 
Lange 1995a). 

If the symmetric matrix Hn approximates -d2L(On)-1 in maximum likelihood es- 
timation with loglikelihood L(O), then a quasi-Newton scheme employing H, iterates 
according to 0n+l = n + HndL(On)t. Updating Hn can be based on the inverse secant 
condition -Hn+lgn = ns, where g, = dL(O) - dL(On+l) and Sn = On - n+l. The 
unique symmetric, rank-one update to Hn satisfying the inverse secant condition was 
furnished by Davidon's (1959) formula 

Hn+l = Hn-cnvnvt (4.1) 

with constant cn and vector v, specified by 

1 
Cn 

- 
(Sn + Hngn)tgn 

vn = Sn + Hngn. (4.2) 

Although several alternative updates have been proposed since 1959, the Davidon update 
(4.1) has recently enjoyed a revival among numerical analysts (Conn, Gould, and Toint 
1991; Khalfan, Byrd, and Schnabel 1993). 

Approximating -d2L(0n)-1 rather than -d2L(On) has the evident advantage of 
avoiding the matrix inversions of Newton's method. In fact, if one computes updates to 
the approximation of -d2L(On)-l via the Sherman-Morrison formula (Press, Teukolsky, 
Vetterling, and Flannery 1992), then large matrix inversions can be avoided altogether. 

Since optimization transfer already entails the approximation of -d2L(0n)-1 by 
-d2Q(on 1 on)-l, it is more sensible to use a quasi-Newton scheme to approximate the 
difference 

d2Q(on ln)-1 _ d2L(On)-1 

by a symmetric matrix Mn and set 

Hn = Mn-d2Q(On I n)-1 

for an improved approximation to -d2L(On)-1. The inverse secant condition for Mn+l 
is 

Mn+lgn = Sn-d2Q(On+l On+l)-lgn. (4.3) 

Davidon's symmetric rank-one update (4.1) with sn appropriately redefined in (4.2) can 
be used to construct Mn+l from Mn. 
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Given Mn, the next iterate in the quasi-Newton search can be expressed as 

0n+l = on + MndL(On)t - d2Q(on on)-ldL(0n)t. (4.4) 

When the exact optimization transfer increment Aon is known, Equation (4.4) can be 

simplified by the substitution 

-d2Q(On I n)-1dL(On)t An.n 

The availability of AOn also simplifies the inverse secant condition (4.3). With the 

understanding that d2Q(On | In)- 
- 

d2Q(On+' I On+)-l, condition (4.3) becomes 

-Mn+lgn = n + An - AOn+1. (4.5) 

Thus, quasi-Newton acceleration can be phrased entirely in terms of the score dL(On)t 
and the exact optimization transfer increments (Jamshidian and Jennrich 1997). 

In implementing quasi-Newton acceleration, we must invert d2Q(On On). Finding 
a surrogate function that separates parameters renders d2Q(On I on) diagonal and eases 
this part of the computational burden. We also need some initial approximation M1. The 
choice M1 = 0 works well because it guarantees that the first iterate of the accelerated 

algorithm is either optimization transfer or its gradient version. Finally, we must often 
deal with the problem of 0n+l decreasing rather than increasing L(O). When this occurs, 
one can reduce the contribution of MndL(On)t by step-halving until 

on+ = on + JkMndL(on)t - d2Q(On lOn)-dL(On)t (4.6) 

does lead to an increase in L(O) (Lange 1995a). Alternatively, Jamshidian and Jennrich 

(1997) recommended conducting a limited line search along the direction implied by 
the update (4.4). If this search is unsuccessful, then they suggest resetting Mn = 0 and 

beginning the approximation process anew. 

5. SCHULTZ-HOTELLING ACCELERATION 

The quasi-Newton acceleration seeks to improve the approximation -d2Q(On fln)-1 
to -d2L(On)-1. In many high-dimensional problems, the difficulty may be more inver- 
sion rather than evaluation of -d2L(On). If d2L(On) and d2Q(On i on)-1 are reasonably 
easy to compute, then we can use the Schultz and Hotelling correction (Householder 
1975; Press et al. 1992) 

Cn = 2B- BnAnBn (5.1) 

to the approximate inverse Bn of a matrix An to concoct a second accelerated algorithm. 
Indeed, all we have to do is iterate according to 

on+1 = On + CndL(On)t (5.2) 

based on inserting An = d2L(On) and Bn = -d2Q(on I on)- in formula (5.1). If 
the Schultz-Hotelling acceleration (5.2) is correctly implemented, it entails only matrix 
times vector multiplication and not matrix times matrix multiplication. 
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The Schultz-Hotelling formula (5.1) is nothing more than one step of Newton's 
method for computing the inverse of a matrix. To prove that the Schultz-Hotelling 
acceleration (5.2) is indeed faster than optimization transfer, we note that Bn is positive 
definite and that B ' - An = d2L(On) - d2Q(On I n) is nonnegative definite because 

L(O) - Q(O | on) attains its minimum at 0 = . Assuming that B = - An is actually 
positive definite, we have 

Cn = Bn+Bn(B1 -An)Bn 

> Bn 

in the positive definite partial order >-. From this inequality and standard properties of >-, 
we deduce that B-1 >- Cn- and that -Cn1 >- -B-1 (Horn and Johnson 1985). Because 
the matrices -Cn1 and -Bn1 correspond to choices of the negative definite matrix N(0) 
in Equation (3.2), our remarks at the end of Section 3 now indicate that the local rate of 

convergence of the Schultz-Hotelling acceleration improves that of optimization transfer. 
The Schultz-Hotelling correction (5.1) is the first of a hierarchy of corrections. If 

we put 

k 

Hnk = Bn (I-AnBn) 
j=0 

k 

= 
Z(I-BnAnYBn 
j=0 

k 

= BnE{Bn(B -An)Bn} Bn 
j=o 

then we can show that the Hnk are better and better positive definite approximations to 

-d2L(0n)-l and that the accelerated algorithms 

0n+1 = 0n + HnkdL(0n)t (5.3) 

exhibit better and better local rates of convergence. These positive findings are offset by 
the increasing computational complexity as we ascend in the hierarchy. 

6. NUMERICAL RESULTS 

This section revisits three of the theoretical examples from Section 2 and compares 
the numerical performance of optimization transfer, both unmodified and accelerated, 
with Newton's method. Because Newton's method requires the inversion of a p x p ma- 
trix at each step of a p-dimensional problem, the relative performance of the competing 
algorithms improves as p grows in our numerical examples. We measure the perfor- 
mance of the various algorithms in floating point operations (flops) until convergence. 
All algorithms are implemented in MATLAB, which automatically counts flops. 

Example 10: Bradley-Terry Model. For the 30 teams of the U.S. National 
Football League, the accelerated optimization transfer method of Equation (4.4) is faster 
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Table 1. Performance of Four Methods for Maximum Likelihood Estimation in the Bradley-Terry 
Model Applied to 1997 National Football League Data on 30 Teams 

Method Iterations Flops 
Newton 6 351,822 
Optimization Transfer 1234 2,216,776 
Quasi-Newton 30 297,396 
Schultz-Hotelling 594 3,273,498 

than Newton's method in fitting the Bradley-Terry model of Example 2 (p. 4). Table 
1 summarizes the number of iterations and flop counts for the various methods on the 
win-loss results of the 1997 regular season games. The Schultz-Hotelling acceleration 
embodied in Equation (5.3) with k = 1 converges in fewer iterations than unaccelerated 

optimization transfer, but it requires more flops due to the extra work of computing 
d2L(0) and d2Q( I on). 

All computer runs started at (1,..., 1)t with the first parameter fixed at 1. Conver- 

gence was declared whenever the L2 norm of the current parameter increment fell below 
10-8. There are certainly other possible convergence criteria, such as the change in the 

log-likelihood function L(O) or the L2 norm of the score vector dL(O). These criteria 
tend to be less stringent than the one we employ due to the flatness of the likelihood 
function in the neighborhood of the maximum. Our limited experience suggests that rel- 
ative to Newton's method, optimization transfer and its variants suffer more from more 

stringent convergence criteria. 
As the number of teams grows, quasi-Newton acceleration of optimization trans- 

fer improves relative to Newton's method. Figure 1 shows the results of tests using 
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Figure 2. Mean flops until convergence for 100 independent logistic regression datasets of 1,000 simulated 
observations each. 

simulated leagues of various sizes. The win-loss data were constructed by creating 10- 
team conferences. Each team played exactly two games with every other team in its 
conference and three games outside of its conference. The Bradley-Terry model deter- 
mined the outcome of each game, with each team's rank parameter randomly sampled 
from [1/2, 1]. Figure 1 plots average flops until convergence for ten independent seasons 
at each league size. Newton's method converged in 4 to 7 iterations for each problem, 
whereas the quasi-Newton acceleration took anywhere from 11 iterations for 10 teams to 
49 iterations for 120 teams. The quasi-Newton implementation here omits step-halving 
by using Equation (4.4) rather than Equation (4.6). 

Example 11: Logistic Regression. Bohning and Lindsay (1988) reported that 

optimization transfer compares favorably with Newton's method in the logistic regression 
model of Example 3 (p. 5), particularly as the number of parameters increases. They 
tested both methods on simulated data with all true parameters equal to 0. In this case, the 

surrogate matrix B = ml xixt differs little from the observed information -d2L(O ) 
for tn close to 0 = (0,..., 0)t, so optimization transfer capitalizes strongly on its single 
matrix inversion. 

To conduct a more realistic comparison, we generated logistic parameter values and 
covariates from normal (0, 4) and (0, l/p) distributions, respectively, where p is the num- 
ber of parameters. These choices imply that xtO has mean 0 and variance 4 for each case 
i. The results summarized in Figure 2 compare four algorithms starting at 0 and stopping 
according to the stringent convergence criterion of Example 10 (p. 13). The figure em- 
phasizes the superiority of accelerated optimization transfer over Newton's method. Even 
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unadorned optimization transfer surpasses Newton's method on large enough problems. 
Once again, the Schultz-Hotelling acceleration of Equation (5.3) with k = 1 increases 

flops considerably despite reducing iterations. 
For the runs summarized in Figure 2, Newton's method typically converged in about 

7 iterations, regardless of the size of the problem. The iteration count of optimization 
transfer increases steadily from 70 to 116 as the number of parameters increases from 
10 to 100. Schultz-Hotelling acceleration requires about half as many iterations and 

quasi-Newton acceleration about one-sixth as many iterations as optimization transfer. 

Example 12: Multidimensional Scaling. We tested the optimization transfer 

algorithm of Example 9 (p. 8) on data obtained from a list of latitude and longitude 
locations for 329 United States cities (Boyer and Savageau 1989). Ignoring the earth's 
curvature, and taking all weights wij = 1, we treated latitude and longitude as planar 
coordinates and computed a Euclidean distance matrix (yij) for the 329 cities. This pre- 
sumably yields a unique minimum of the two-dimensional scaling problem and facilitates 
assessment of convergence. 

Submatrices of the large 329 x 329 distance matrix provide ready examples for 

comparing algorithms on problems of various sizes. As usual, Newton's method was 
one of the tested algorithms. In this problem, the optimization transfer algorithm of 
de Leeuw and Heiser (1977), briefly described in Example 4 (p. 5), serves as a substitute 
for the Schultz-Hotelling acceleration. Figure 3 summarizes the performance of the four 

algorithms on problems with varying numbers of parameters. The convergence criterion 
is the same as in Example 10 (p. 13). 

The results in Figure 3 for a given number of cities represent averages over ten dif- 
ferent runs for the same subset of cities. The runs differ only in their initial points, which 
were randomly chosen on [0,1]. The parameters in these problems are not completely 
free to vary. As suggested in Example 4, the first three parameter values (both coordi- 
nates of the first city's location and the first coordinate of the second city's location) are 
held at zero. In the de Leeuw and Heiser method, the center of mass of the solution is 
held at the origin; this makes solutions unique only up to rotations and reflections about 
the origin. 

Iteration counts for these problems are considerably higher than in our other ex- 

amples. As the number of cities increases from 10 to 200, Newton's method requires 
from 39 to 124 iterations and optimization transfer from 2,000 to 24,000 iterations. The 
other two methods seem to converge in roughly constant numbers of iterations for most 

problems, about 200 for quasi-Newton and about 500 for de Leeuw-Heiser. Although we 
see in Figure 3 that both optimization transfer and the de Leeuw-Heiser method surpass 
Newton's method for large problems, the bottom line is that quasi-Newton accelerated 

optimization transfer is far superior to the other three methods. 

7. DISCUSSION 

In this article we have attempted to bring to the attention of the statistical public a 

potent principle for the construction of optimization algorithms. This optimization transfer 
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Figure 3. Mean number of flopsfor ten runs of various multidimensional scaling problems using four iterative 
algorithms. The number of parameters is twice the number of cities in each case. 

principle includes the EM algorithm as a special case. Many specific EM algorithms can 
even be derived more easily by invoking optimization transfer rather than missing data. 

Example 2 (p. 4) on least absolute deviation regression is a case in point. Because of 
the limitations of space, we have omitted deriving other interesting optimization transfer 

algorithms. Among these algorithms are methods for convex programming (Lange 1994), 
multinomial logistic regression (Bohning 1992), quantile regression (Hunter and Lange 
2000), and estimation in proportional hazards and proportional odds models (B6hning 
and Lindsay 1988; Hunter and Lange 2000). 

We have featured four methods of exploiting convexity in the construction of opti- 
mization transfer algorithms. These methods hardly exhaust the possibilities. For instance, 
generalizations of the arithmetic-geometric mean inequality implicitly applied in Example 
2 (p. 4) have proved their worth in geometric programming and should be born in mind 
(Peressini, Sullivan, and Uhl 1988). The well-studied method of majorization (not to be 
confused with majorizing functions as we have defined them) opens endless doors in 
devising inequalities (Marshall and Olkin 1979). Finally, the literature on differences of 
convex functions suggests useful devices for isolating a concave part of a log-likelihood 
(Konno, Thach, and Tuy 1997). 

As the Bradley-Terry model makes evident, the N + P decomposition (3.2) of 
the negative observed information can be achieved in more than one way. All such 
decompositions are not equal. They can be judged by how well the ascent algorithm 
(3.3) performs and how hard it is to code. In any case, the algorithm (3.3) can be 
accelerated in exactly the same manner as optimization transfer. It would be helpful to 
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identify a necessary and sufficient condition guaranteeing that N(O') equals d2Q(' | 1n) 
for some surrogate function Q(0 I on). 

Our limited experience suggests that Schultz-Hotelling acceleration leads to smaller 

gains than quasi-Newton acceleration. In high-dimensional problems, however, it is bur- 
densome to carry along an approximate inverse of the observed information matrix. 

Schultz-Hotelling acceleration avoids this burden just as the method of conjugate gradi- 
ents does. Until the Schultz-Hotelling acceleration is thoroughly tested on image recon- 
struction problems, we reserve final judgment about its effectiveness. 

Other means of accelerating optimization transfer are certainly possible. For example, 
de Leeuw and Heiser (1980) reported that a simple step-doubling scheme (Heiser 1995; 
Lange 1995b) roughly halves the number of iterations required for convergence without 

appreciably increasing the computational complexity of each iteration. 
We have ignored practical issues such as the existence of multiple modes on a 

likelihood surface, parameter equality constraints, parameter bounds, and the imposition 
of Bayesian priors. Our philosophy on these issues was expounded in the discussion of 

Lange (1995b) and need not be repeated here. 
We close by challenging our fellow statisticians to develop their own applications of 

optimization transfer. This is no more a black art than devising EM algorithms, and the 
rewards, in our opinion, are equally great. If this article stimulates even a small fraction 
of the research activity generated by the Dempster, Laird, and Rubin (1977) article on 
the EM algorithm, we will be well satisfied. 
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DISCUSSION ARTICLE 

Discussion 

Henk A. L. KIERS 

1. GENERAL COMMENTS 

The article describes the idea of using a "transfer" function for optimizing functions 
that are combinations of convex functions. The idea is the same as that of iterative 

majorization, which has been used for more than two decades now. In the present decade 
attention has been paid to two areas: (1) describing general principles for constructing 
majorization algorithms (de Leeuw 1994; Heiser 1995); and (2) giving algorithms for 

general classes of functions (Kiers 1990; Kiers and Ten Berge 1992). The former articles 
can be used to construct algorithms for a very wide class of optimization problems, where 
the construction requires considerable mathematical skill; the latter articles are restricted 
to a smaller class of problems, but for these they give ready-made algorithms in which 
one only has to specify the parameter matrices at hand. The article by Lange, Hunter, 
and Yang mainly resembles the first class of articles, although it is less general in that 
it focuses only on (combinations of) convex functions. It offers three methods for the 
construction of algorithms, the first two of which were also mentioned by De Leeuw 

(1994), while the origin, or the derivation, of the third is unclear. Actually, the basis 
of the Lange et al. article-viewing EM algorithms as majorization algorithms-was 
mentioned by both De Leeuw (1994) and Heiser (1995). However, a particularly nice 
feature of the Lange et al. article is how it demonstrates the omnipotence of majorization 
algorithms by deriving algorithms for as many as nine, widely differing optimization 
problems. In this way, the article also pays attention to how such algorithms are to be 

implemented in practice, although these descriptions may be hard to follow for nonexpert 
readers. A further important contribution is in the attempts to accelerate the notoriously 
slow majorization algorithms, although it is a pity that these are not compared to those 
made earlier (e.g., see Heiser 1995). 

The article is limited to problems involving combinations of convex functions. It is 
not made clear to what extent the majorizing functions derived here can also be used 
for nonconvex functions, or how they should be adjusted. Furthermore, the article is 
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limited in that it does not indicate how to choose a good majorizer from among the 

large number of possibilities. For instance, the first approach does give a recipe for 

deriving one particular linear majorizing function, but it is by no means clear if this is 

always a good one. The second approach-deriving a quadratic majorizing function-in 
fact describes a class of majorizing functions, depending on choosing a positive definite 
matrix B, and it is by no means indicated how the user should choose this B. Also, it is 
not made clear why the majorizers used in the examples are chosen as they are. Thus, the 
article succeeds only in sketching broad lines and elaborating some particular examples. 
Such general purpose approaches may be too general, and by relying on them, one might 
overlook important alternatives that may be more effective. A case in point is the class 
of quadratic matrix functions, optimization of which subject to various constraints can 
be handled effectively by majorization based algorithms, as described in the following. 

2. CONSTRAINED OPTIMIZATION OF QUADRATIC MATRIX 
TRACE FUNCTIONS 

One criterion that could be used in choosing the most effective majorizing function 
is its closeness to the actual objective function at hand. The closer the majorizer is to 
the objective function, the better it can be expected to actually locate its minima. In one 

particular strategy for deriving majorizing functions (see, e.g., Heiser 1987; Kiers 1990; 
Bijleveld and De Leeuw 1991; Kiers and Ten Berge 1992), this closeness is controlled in 

straightforward fashion. To explain this, we consider the minimization of the quadratic 
matrix function 

f(X) = trBXCX' (2.1) 

over X, possibly subject to some constraint on X (e.g., X'X = I, which is a common 
constraint for matrix trace functions like the one in (2.1)); matrices B and C are fixed 
matrices of coefficients. Function f is a special case of the class of matrix trace functions 
for which Kiers (1990) and Kiers and Ten Berge (1992) derived general majorization 
based optimization algorithms. To facilitate comparison with the Lange et al. article, we 
further suppose that B is negative definite and C is positive definite. Then, minimizing 
f is equivalent to maximizing the function 

g(X) = tr(-B)XCX' (2.2) 

which is convex, because it can be written as vec(X)'(C0 (-B))vec(X), and C? (-B) 
is positive definite. 

A class of functions for majorizing f(X) as given by Kiers (1990) is 

h(X) = f(U) + 2tr(CU'B)(X - U) + atr(X - U)'(X - U) > f(X), (2.3) 

where U denotes the "current" version of X; that is, the value of X at which the function 
is to be majorized, and a is to be chosen such that a > A, where A denotes the largest 
eigenvalue of (C 0 B). It is readily seen that the majorizer h(X) touches f(X) at 
X = U. As (C 0 B) is negative definite, one choice for a that satisfies a > A then is 
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a = 0, which leads to the linear majorizer 

h1(X) = f(U) + 2tr(CU'B)(X - U). (2.4) 

It can be seen from (2.2), however, that the smaller a, the smaller h(X) is for an 

arbitrary X and the closer it is to f(X). Therefore, it can be expected that the best choice 
for a is the smallest value allowed (thus taking a = A). For this choice, the majorizer 
h(X) remains quadratic. It can be simplified into 

h2(X) = cl + 2tr(CU'B - XU')X + AtrX'X, (2.5) 

where cl is a constant. In case of the constraint X'X = I, this reduces to the linear 

majorizer 

h2(X) = c2 + 2tr(CU'B - AU')X, (2.6) 

where c2 is a constant. 
We will now compare this to what we would get if we use the first two approaches in 

the Lange et al. article. The first approach is meant to find a linear minorizer to a convex 
function which is to be maximized. As minimizing f(X) is equivalent to maximizing 
the convex function g(X), we have to apply their procedure to g(X), which gives us 

g(X) > g(U) + 2tr((-B)UC)'(X - U), (2.7) 

and hence 

f(X) < f(U) + 2tr(BUC)'(X - U), (2.8) 

and it is readily seen that the majorizer derived using the first Lange et al. approach 
equals the linear majorizer hi in (2.4). As has been said earlier, however, this majorizer 
is just one choice in the class of majorizers given by (2.3), and in fact it is not as close as 

possible to the objective function. In this class, the closest majorizer is given by h2, which 
in general is a quadratic majorizer, but in the special case of the constraint X'X = I 
reduces to a different linear majorizer. Thus, it can be concluded that the linear majorizer 
provided by Lange et al. is not necessarily the closest majorizer, and may therefore not 

perform optimally. 
Having seen that the linear majorizer by Lange et al. is not necessarily the closest 

majorizer, one might wonder whether the quadratic majorizer they offer has similar 

problems, and can be improved by the quadratic majorizer offered by the alternative 

approach discussed above. The second approach by Lange et al. gives a class of quadratic 
majorizers, as follows. For function f(X) their inequality (2.6) (p. 7) reduces to 

f(X) < f(U) + 2tr(BUC)'(X - U) + 5vec(X 
- U)'Gvec(X - U), (2.9) 

where G is chosen such that G - H(U), where H(U) denotes the Hessian of f(X) at 
U, and G are positive definite. For the present function, H(U) = 2(C 0 B), hence the 
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choice G = 2aI, with a > A and a > 0, ensures that both G - H(U) and G are positive 
definite. Then (2.9) reduces to 

f(X) < f(U) + 2tr(BUC)'(X - U) + a vec(X - U)'vec(X - U) 
= f(U) + 2tr(BUC)'(X - U) + atr(X - U)'(X - U), (2.10) 

thus giving the general quadratic majorizer h(X) in (2.3). In the Lange et al. procedure, 
a must be chosen such that a > A and a > 0, whereas, for h(X) to be a majorizer, 
it actually suffices to have only a > A. As we saw earlier, smaller values of a lead to 
closer majorizers, so the limitation in the Lange et al. procedure inadvertently excludes 
closer majorizers. 

For the special case where C is positive definite, Kiers and Ten Berge (1992) pro- 
posed a class of majorizers which is even closer to the objective function than is h2. 
Specifically, they derived the quadratic majorizer 

h3(X) = f(U) + 2tr(CU'B)(X - U) + ptrC(X - U)'(X - U) > f(X), (2.11) 

where p is the largest eigenvalue of B. In case of the constraint X'X = I, this again 
reduces to a linear majorizer: 

h3(X) = C3 + 2tr(CU'B)X - 2ptrCX'U 
= C3 + 2trCU'(B - pI)X, (2.12) 

where C3 is a constant. Thus, not only a closer quadratic majorizer is obtained, but in 
case of the constraint X'X = I, also a closer linear majorizer. 

3. CONCLUSION 

It has been seen earlier that, for quadratic matrix functions of the type f(X) in (2.1), 
the general approaches proposed by Lange et al. lead to a limited class of majorizers, 
which, even for linear majorizers, is not as close to the objective function as one can get. 
Although closeness of the majorizer to the objective function has not been proven to lead 
to better algorithms, it can be expected to do so, and has indeed been found by Kiers and 
Ten Berge (1992) in various comparisons. Furthermore, it has been seen that, in deriving 
majorizers for quadratic matrix functions, convexity need not play a role whatsoever. 

Therefore, in the case of quadratic matrix functions, but probably also elsewhere, the 

Lange et al. procedures, however general they are as far as the shape of the function is 

concerned, may prove not to be sufficiently general for special types of functions. Other, 
less versatile approaches may lead to more effective algorithms, employing formulations 
of the same mathematical and programming complexity. 

[Received September 1999.] 
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DISCUSSION ARTICLE 

Discussion 

Jan de LEEUW and George MICHAILIDIS 

1. INTRODUCTION 

It is a pleasure to comment on such a well-written and obviously important article. 
We agree with the basic explicit message of Lange, Hunter, and Yang (LHY). Their 

so-called "optimization transfer" algorithms form a very interesting and versatile class. 
One of the main reasons for this is that tailor-made statistical techniques written in 

interpreted languages are becoming more and more common. For such techniques, and 
in such computational environments, tailor-made algorithms in the "optimization transfer" 
class are, at least initially, very convenient, although perhaps ultimately not optimal. 

We also agree with what we read as a more implicit message in LHY. The usual 
derivations of the EM algorithm tend to be somewhat mysterious because they confound 
statistics and numerical analysis. The notion of likelihood and of missing data can be 
used to provide statistical interpretations of the algorithm, but the engine that drives EM 
is majorization based on Jensen's inequality (or what amounts to the same thing on the 

concavity of the logarithm function). 

1.1 TERMINOLOGY 

Although we realize that this a minor point, we are not very happy with the "op- 
timization transfer" terminology. The basic reasoning behind it is that optimization is 
transferred to a surrogate function that approximates the original function but is sim- 

pler to handle. This, however, is much too general for our taste. In the steepest descent 

method, we minimize the one-dimensional surrogate in the direction of the negative 
gradient. In Newton's method we minimize a quadratic approximation. Both algorithms 
consequently use "optimization transfer," but LHY deal with a much more specific class 
of algorithms. 

Consequently we shall continue to use the more specific term, "majorization meth- 
ods," to distinguish them explicitly from other "optimization transfer" methods. 
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1.2 PRESENTATION 

For obvious reasons, LHY start with the derivation of the EM algorithm and then 

strip away the statistical interpretations to arrive at the core of the algorithm, which is 
based on majorization. In our presentation, we will follow a somewhat different route. 

Convergence (both local and global) of majorization algorithms follows easily from 
the fact that they are block relaxation algorithms. Thus, we discuss this larger class first, 
in particular because it includes many interesting statistical algorithms, and because there 
are some interesting relationships with Gibbs sampling. Augmentation algorithms form an 
intermediate class of algorithms, which also deserve some attention, if only because the 

general idea of augmentation also plays a role in Markov Chain Monte Carlo techniques. 
Because the didactic bottom-up approach-which is to start with EM and then gen- 

eralize it-has been presented so well by LHY, we take the top-down approach. The 

presentation is similar to de Leeuw (1994). Many more details, examples, and references 
can be found in the unpublished, and sadly incomplete, monograph by de Leeuw and 
Michailidis (in preparation). 

2. BLOCK RELAXATION 

The most general class of algorithms we discuss are block relaxation (BR) algorithms. 
The problem is to minimize a function g(x, y) defined on X?Y, where X, Y are usually 
subsets of IRn; that is, the arguments of the function can be partitioned into two blocks. 
The algorithm starts with some x(), then computes a corresponding y(O) by minimizing 
g(x(), y) on Y, then computes x(1) by minimizing g(x, y(0)) on X, and so on. 

This idea can easily be generalized to more than two blocks, although we then face 
the problem of deciding how we are going to cycle through the blocks. 

2.1 EXAMPLES 

The most familiar forms of BR are cyclic coordinate descent (CCD), in which each 
block corresponds to a single coordinate, and alternating least squares (ALS), in which 
the loss function is a sum of squares and each subproblem corresponds to a linear least 

squares problem. CCD is used in the Jacobi method for computing eigenvalues and in 
the Gauss-Seidel, Gauss-Jacobi, and similar relaxation methods for systems of linear 

equations (Golub and Van Loan 1997). In multivariate analysis, ALS algorithms are a 
natural alternative to computing singular value decompositions, correspondence analysis 
solutions, and canonical correlation analysis (Gifi 1990). 

Applications of BR in statistics were discussed by Oberhofer and Kmenta (1974) 
and Jensen, Johansen, and Lauritzen (1991), although in both cases various wheels are 
reinvented. 
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2.2 GLOBAL CONVERGENCE 

The nice property of BR is that it is convergent from any starting point under quite 
weak conditions. It is sufficient that f is continuous and X ( Y is compact, but even 
weaker conditions are possible. However, it is not necessary that the minima in both 

subproblems are unique. The easiest way to prove global convergence is to use the 

general theory due to Zangwill (1969). 
A common variation on BR is not to go all the way. Thus, we do not mini- 

mize g(x,y(k)) over x E X, say, but we use a map U : X 0 Y -- X so that 

g(U(x(k),y(k)),y(k)) < g(X(k),y(k)); and similarly, perhaps, for the other block. As 
long as the map U is continuous (more precisely closed) Zangwill's general theory ap- 
plies. 

2.3 LOCAL CONVERGENCE 

Under quite general conditions BR methods converge linearly, and the convergence 
rate corresponds to the largest eigenvalue of the matrix 

M = -/2D21D21 

constructed from the corresponding blocks of second partials of g. Obviously this sup- 
poses these partials exist. Also the formulas must be adapted analogously in case the 

subproblems incorporate either equality or inequality constraints. 

3. AUGMENTATION 

Suppose the problem is to minimize a function f(x) on X C RI". One possible 
strategy is to find a second function g(x, y) on X ? Y, where Y C Rm, such that 

f(x) = ming(x,y) 
yEY 

for all x E X. Such a function g(o, *) is called an augmentation of f(.). Augmentation 
algorithms now minimize g by applying block relaxation. 

3.1 EXAMPLES 

The most familiar example for statisticians is perhaps the Yates algorithms for unbal- 
anced factorial designs (Yates 1934). The design is made balanced by adding a suitable 
number of pseudo-observations to each cell. The least squares loss function is then min- 
imized over both parameters and pseudo-observations using ALS. 

Other examples include the Thomson refactoring method in factor analysis (Thomson 
1934), where the diagonal elements of the correlation matrix (communalities) are used 
to augment the least squares loss function, a similar refactoring method in least squares 
squared distance scaling, and imputation methods for missing values in singular value 

decomposition and matrix approximation. 
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3.2 LOCAL CONVERGENCE 

Since the Hessian of f is given by 

ED2f = D1 - E12D221 21, 

it can be seen that the local convergence rate for augmentation algorithms is the largest 
eigenvalue of 

M =I Z- DiD2f. 

4. MAJORIZATION 

In majorization algorithms the problem is, once again, to minimize f(x) on X. 
Moreover, suppose that we have a second function g(x, y) on X 0 X such that 

f(x) < g(x,y) Vx,y E X, 

f(x) = g(x,x) Vx E X. 

Another way of saying this is that 

f(x) = ming(x,y), 
yEX 

x = argminyex g(x,y). 

We see that majorization algorithms are a narrower class than augmentation algorithms, 
because (1) X = Y and (2) the presence of the argmin condition, which makes one of 
the BR subproblems trivial to solve. In majorization, we also have that D2f = Dl +D12, 
and thus M = -DlD1l2. Global convergence follows from the sandwich inequality 

((k+)) < 9 ((k+),(k)) < g ((k)(k)) = f (x(k)) 

where the first inequality is due to the majorization conditions, and the second one from 
the fact that the majorization function g is minimized in each step. 

4.1 HISTORY 

As LHY point out, majorization algorithms were perhaps first used systematically 
in statistics in the area of multidimensional scaling (de Leeuw 1977). The general EM 
algorithm (Dempster, Laird, and Rubin 1977) was discussed around the same time, and 
comparing the two clearly showed what they had in common. As soon as the general prin- 
ciple was isolated, it became quite popular in various multivariate analysis procedures (de 
Leeuw 1990; Kiers 1990; Heiser 1995; Verboon 1994), mainly in psychometrics. 

Recently, various applications of majorization to graph drawing and location anal- 
ysis were discussed by de Leeuw and Michailidis (in preparation). One of the classical 
algorithms in that area is the majorization algorithm of Weiszfeld (1937) (see also Vosz 
and Eckhardt (1980) and Eckhardt (1980) for a more moder exposition). 
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4.2 THE CLASSICAL INEQUALITIES 

For majorization algorithms to work in practice, we need to find a majorizing func- 
tion g that is easy to minimize. De Leeuw (1994) distinguished type I majorizations 
that employ linear majorizers for convex functions, and type II majorizations that use 

quadratic majorizers for functions with bounded second derivatives (some simple exam- 

ples are provided in Borg and Groenen (1997)). The two approaches were combined in 
a clever way by Groenen, Heiser, and Meulman (1997). 

Any inequality of the form F(x, y) < G(a(x), b(y)), with equality iff x = y, can be 
used to derive majorization algorithms. We have seen that Jensen's inequality leads to 
the EM algorithm, while Young's inequality was used by de Leeuw and Michailidis (in 

preparation), and its special case, the arithmetic mean-geometric mean inequality was 
featured in Heiser (1987). 

4.3 DINKELBACH MAJORIZATION 

It is perhaps useful to point out that again, as in EM, the assumptions that drive the 

majorization algorithm can be relaxed. As in GEM, it suffices to decrease the majorization 
function with a continuous map. More importantly, the concept of majorization itself can 
be relaxed. The sandwich inequality guarantees that 

g (x(k+1) x(k)) 
< g (X(k ) X (k)) f(x(k+1)) < f (x(k)) 

But actually this implication is all we need to construct a convergent majorization al- 

gorithm. Consider the (common) problem of minimizing a ratio f(x) = a(x)/b(x) over 
x E X, where b(x) > 0. Define g(x, y) = a(x)- f(y)b(x). Then g(x(k),x(k)) = 0, and 
if g(x(kl+),x(k)) < O, then f(x(k+')) < f ((k)). Thus, minimizing a(x) - f(x(k))b(x) 
over x E X in each step provides a convergent algorithm. Dinkelbach (1967) proposed 
this approach in the context of fractional programming. An application of this idea in 
the field of psychometrics can be found in Kiers (1990). 

[Received November 1999.] 
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DISCUSSION ARTICLE 

Discussion 

Ying Nian Wu 

I have learned a great deal from reading this article, and I believe that many people 
whose research involves scientific computing will benefit from it. In the following, I will 
discuss several related algorithms and an open question. 

1. A SIMILAR ALGORITHM FOR GLOBAL OPTIMIZATION 

The gradual nonconvexity (GNC) algorithm is an algorithm that shares similar spirit 
to optimization transfer, but with a rather different goal. It was designed for reconstructing 
piecewise continuous images from noisy observations (Blake and Zisserman 1987). To 
make things simple, let us consider the one-dimensional case. Let Y = (Yi,..., Yn) be 
a signal observed on a one-dimensional grid (1,..., n). We want to recover the "true" 

signal 0 = (01,..., On) by minimizing 

n n-1 

1(0) - (Yi - Oi)2 + A Eg(0i+l - i), 
i=1 i=l 

where A is a fixed constant, and g(x) is a continuous function that penalizes large Ixl 
when Ixl is within a threshold, but becomes constant when Ixl is beyond that threshold. 
This weak continuity constraint is used to accommodate edges. The goal is to find the 

global minimum of 1(0). This can be difficult because 1(0) is not convex and can have 

many local minima, so a gradient descent algorithm can be easily trapped in a local 
minimum. In the GNC algorithm, a class of functions gp(x), indexed by p E [0,1], is 

designed to approximate g(x), so that a class of surrogate objective functions 

n n-1 

p(O) =- ( - 0i)2 + A E p(Oi+1 - Oi) 
i=1 i=l 

can be obtained. The gp(x) are chosen in such a way that when p = 1, Ip(0) is a 
convex function, and as p decreases to 0, gp(x) converges to g(x) and lp(0) gradually 
becomes nonconvex. The algorithm runs as follows. First, use gradient descent to find 
the minimum, say, 0l, of the surrogate function 11(0). 01 is the global minimum of 11(0) 
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because the latter is convex. After that, lower p a little bit, and run gradient descent from 
the current value of 0; that is, 01, to find a local minimum of the new surrogate function 

lp(O). Repeat this process until p = 0. This algorithm proves to be quite effective for 

finding the near-optimal reconstruction. The reason is that lp,() for p = 1 captures the 

rough shape of 1(O), and as p decreases, lp(0) resembles 1(O) with increasingly higher 
resolution. 

2. TRANSFORMATION SCHEMES FOR ACCELERATING EM 

There are several recent advances on accelerating the EM algorithm within the EM 
or optimization transfer philosophy. To fix notation, let Yobs be the observed data, Ymis 
be the missing data, and P(Yobs, Ymis 0) be the complete-data model. The goal is to 
maximize the log-likelihood of the observed data model; that is, logp(Yobs I 0). Each 
iteration of EM maximizes the surrogate function 

Q(0 n) = E[logp(Yobs, Ymis I 0) I Yobs, on], 

where the expectation is with respect to the predictive distribution of the missing data 

[Ymis I Yobs, Jn]. 

Meng and van Dyk (1997) proposed a clever "efficient augmentation" scheme to ac- 
celerate the above EM. The basic idea is to introduce a transformation Ymis = 

t(Zs, ra(O)), where for fixed a, ra is a one-to-one mapping in the parameter space, 
and for a fixed value of ra (), t is a one-to-one mapping in the space of missing data. 
Then, under the original model P(Yobs, Ymis I 0), the above transformation induces a class 
of "twisted models" Pa(Yobs, Znis I 0) indexed by the working parameter "a". There- 
fore, a fixed "a" leads to an EM implementation, each iteration of which maximizes the 

surrogate function 

Qa(0 I on) = E[logpa(Yobs, Zmis I ) I Yobs, on]. 

An optimal "a" can be selected to achieve the best rate of convergence by minimizing 
the "fraction of missing information." Of course, "efficient augmentation" has a much 
broader statistical meaning than described above. 

Liu, Rubin, and Wu (1998) proposed to replace ra(O) in the above transformation 

by an independent new parameter a; that is, Ymis = t(Zmis, a). Then, under the original 
model p(yobs, Ymis I ), this transformation induces an "expanded model" P(Yobs,, Zis 
0, a). This leads to a "parameter expanded EM (PX-EM) algorithm," each iteration of 
which maximizes the surrogate function 

Q(O, a I on) = E[logp(Yobs, Zmis I 0, a) I Yobs, 0n, ao], 

over both 0 and a to obtain 0n+l. ac is an arbitrary constant (usually chosen such that 

t(-, ao) is an identity transformation). Originally, PX-EM of Liu, Rubin, and Wu (1998) 
was motivated by the observation that parameters in a model can become nonidentifi- 
able if the data are not fully observed. Statistically, the algorithm can be considered as 
performing a more "efficient analysis". 
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From the optimization transfer perspective, "efficient augmentation" designs a class 
of surrogate functions and choose among them one that best approximates the objective 
function, while PX-EM designs a surrogate function with auxiliary dimensions to increase 
the freedom of search. 

3. EM WITH MULTIPLE SOURCES OF MISSING 
INFORMATION? 

Although optimization techniques used in attacking complex scientific problems rely 
heavily on Monte Carlo simulation, it is always desirable to avoid simulation for the sake 
of efficiency (the GNC algorithm is one example). The following is a maximum likelihood 

problem for which I am unable to find an EM or optimization transfer algorithm. The 

problem is still formulated in the incomplete data context, except that we have two sources 
of missing information; that is, Ymis = (Ymis,1,Ymis,2). The computational constraint is 
that expectations with respect to the joint predictive distribution [Ymis Yobs, 0] cannot 
be computed in closed form, but expectations with respect to conditional predictive 
distributions [Ymis,l I Ymis,2, Yobs, 0] and [Ymis,2 Ymis,l, Yobs, 0] are readily available. With 

a prior on 0, a Gibbs sampler can be easily designed to simulate the posterior p(O I Yobs). 
However, it is unclear whether there exists a parallel closed-form EM or optimization 
transfer algorithm for maximizing logP(Yobs 0). 

In conclusion, I thank the authors for this stimulating article. I also thank the editor 
for inviting me to contribute the discussion. 

[Received October 1999.] 
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DISCUSSION ARTICLE 

Discussion 

Xiao-Li MENG 

1. IT'S ALL IN THE NAME! 

Of the several reasons for the popularity of the EM algorithm after the publication 
of Dempster, Laird, and Rubin (1977), one is its name. Almost at the instant of inquir- 
ing what EM stands for, the curious mind is already learning that the algorithm has 
two steps-the expectation step and the maximization step. Incidentally, the substance- 
oriented name also avoids the common distraction governed by Stigler's Law of Eponymy 
(Stigler 1980), and avoids awkward, "noninformative" acronyms such as the FHBSMDLR 
algorithm (for curious minds, see Meng and van Dyk 1997, sec. 1.1). 

Since the authors hope their article will stimulate a nonnegligible amount of research 
activities compared to Dempster et al. (1977), a "sexier" name than optimization transfer 
seems in order, at least for statisticians. May I suggest the SM algorithm? Like EM, it 
immediately identifies that the algorithm has two steps (at iteration t) for maximizing an 
objective function L(O) over 0 E 6: 

1. Surrogate Step: Substitute a surrogate function Q (010(t)) for L(0) such that 

H(0i0(t)) = Q (010t) - L(0), 0 Ec 

attains its maximum at 0 = 0(t); and 
2. Maximization Step: Maximize the surrogate function Q (010(t)) as a function of 

0 to determine the next iterate 0(t+1). 

Also like EM, this is really not an algorithm but rather a general principle (see the 
footnote on p. 6 of Dempster et al. 1977)-in fact, without further instruction on how to 
construct the surrogate function, it is really just a principle. But given that EM is now 
a household name, the new name SM may catch on simply because it rhymes (almost) 
with EM! (A physician once called me: "I heard about this cool stuff called EM. Can 
you tell me about it?" Now I can call him back: "I have this really cool stuff called SM. 
Do you want to hear about it?") 

With this new spice, we can cook another alphabet soup. As a direct counterpart 
of GEM (Dempster et al. 1977), we have GSM (MSG in reverse!), which finds 0(t+l) 
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such that Q(9(t+1)l0(t)) > Q(0(t)l0(t)), but does not necessarily maximize Q (0|0(t)). 
Similarly with the ECM algorithm (Meng and Rubin 1993), we can replace the M step by 
a set of conditional maximization steps, and hence the SCM algorithm. It is sometimes 
beneficial to use L(0) as the surrogate function for itself in some of the CM steps, as in 
the ECME algorithm (Liu and Tubin 1994), which leads to SCME. Or more generally, 
we can have ASCM; that is, we can alternate the surrogate functions with the CM steps, 
as detailed in Meng and van Dyk (1997) in the AECM framework. In addition, in analogy 
to moving from EM to GEM, we can move from AECM to GAECM, which is the most 

general EM-type framework I am aware of. Consequently, we can move from ASCM 
to GASCM, which is likely to be currently the most fruitful framework for statisticians 
to construct intrinsically monotone optimization algorithms (i.e., the monotonicity is not 
"forced" by checking values of the objective function at each iteration). Furthermore, we 
can introduce a working parameter to index a set of surrogate functions for the purpose 
of optimizing speed (as in Meng and van Dyk 1997, 1999), or as in the PXEM algorithm 
(Liu, Rubin, and Wu 1998), we can maximize the working/expanded parameter in the 
SM iteration, and hence PXSM. 

Finally, we may even try the Supplemented SM and SCM algorithms to mimic the 
SEM algorithm (Meng and Rubin 1991) and the SECM algorithm (van Dyk, Meng, and 
Rubin 1995) for computing the asymptotic variances, though these are less straightfor- 
ward than the previous replacements because the rate of convergence of SM and SCM 

may not be directly related to the fraction of missing information. However, when di- 

rectly differentiating the surrogate function Q(010) is feasible with respect to both 0 

and ?, there is generally no need of a numerical algorithm for computing the second 
derivative of L(0); see Section 4. 

2. IS SM JUST EM? 

Of course, the new alphabet soup will not be a really new delight if it is just 
the old soup presented in a new, perhaps larger, bowl. Could it be that SM, though 
apparently more general, is just a disguised or beautified version of EM? The answer is 
not completely obvious, especially if one starts the comparison with the most obvious 
construction of the surrogate function via linear minorizationlmajorization. As in the 
authors' Equation (3.1) (p. 9), assume our log-likelihood function L(0ly) can be written 

as 

L(9ly) = fy()-gy(0), O E C Rc , (2.1) 

where both fy and gy are concave functions and without loss of generality (when 

Igy(0)I < oo) we assume gy(0) = 0 for all y. Now suppose e-9y() is the moment- 

generating function of a conditional density h(zly), namely, 

e-gy() = JeZh(zly)(dz), 0 E 9. (2.2) 

Then if we augment p(yl0) = eL(0ly) to 

p(zy,0)p(y0) - [e0z+9v(0)h(z1y)] [eL(y)] -= efy(0)+zh(zly), (2.3) 
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we have, for the standard EM construction, 

Q (010) =fy(O) +E (Zly,O()) +E [log h(Zly)ly, ()]. (2.4) 

But this is equivalent to the proposed linear minorization surrogate function 

Q (00(t) = fy( _ g' (0(t)) ( - (t)) , (2.5) 

because E(Zy, 0) = -g9(0) from differentiating both sides of (2.2). Incidentally, by 
differentiating both sides of (2.2) twice, we have gy(0) = -V(Zly, 0) < 0, and thus the 

concavity of g(0) is a necessary condition for this EM construction to be possible. (For 
multivariate 0 we can construct the missing data Z with the same dimension and replace 
Oz in (2.2) with oTZ. ) 

Although this EM construction is not always possible (e.g., when e-g(0) may not 
be a moment-generating function), and even when it is possible it requires more brain 

power than the linear minorization method, it nevertheless suggests that a large class of 
SM algorithms based on (2.5) are also EM algorithms with augmentation p(z, yl0) of 
(2.3). 

So the question is, given Q(014) from a particular SM construction, how do we 
know if there is a corresponding EM construction, regardless of how convoluted the 
latter might be? The practical relevance of this theoretically interesting question is that, 
if the EM class is as rich as the SM class, then the value of the new SM formulation 
is in providing a set of new tools for creative EM-type implementation. However, if the 
SM class is richer than the EM class, then it provides hope for solving problems that are 
difficult or even impossible to solve within the entire GAECM framework. 

3. SO WHAT DOES IT TAKE TO BE AN EMer? 

Let us call a surrogate function Q(06\) on E x E an EMer for an objective function 

L(O), 0 E 9 if the following two conditions hold: 

* Condition 1: There exists an augmented objective function L(O; z), where z can 
be of any dimension, such that 

p(zl0) eL(O;z)-L() (3.1) 

is a proper density with respect to some measure ,p for any 0 E E; and 
* Condition 2: The surrogate function Q(0\q) can be expressed as 

Q(0J) = E[L(0; Z)JO] + C() = J L(0; z)p(zJ)(dz) + C(), 

for any (0, q) E e x E, (3.2) 

where C(Q) is a function of b alone. 

This definition is notationally more general than the one given in Dempster et al. (1977), 
because it explicitly allows L(0) and L(O; z) to be arbitrary objective functions as long 
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as p(zlO) of (3.1) is a proper density. A closer examination of the theory provided in 
Dempster et al. (1977) will reveal that it does not require L(0) or L(O;z) to be log- 
likelihood functions, as emphasized in the rejoinder of Meng and van Dyk (1997). Also 
note that in standard EM literature, p(zlO) is expressed as p(zl, y), the conditional 
density of the missing variable Z given the observed data Y = y. 

The following result provides a necessary and sufficient condition for a surrogate 
function Q(010) to be an EMer. 

Lemma 1. A surrogate function Q(01>) is an EMerfor L(0), 0 E E if there exists 
a probability family {p(zl0), 0 E E} with respect to a measure , such that 

H(00[) - H(01I) = flog P(z ) p(z(zl)(dz) = KL(q: 0), (3.3) 

where H(010) = Q(09I) - L(0) and KL(3 : ) is known as the Kullback-Leibler 

information, under family {p(zlO), 0 E e}, in favor of 0 against 0 when (q is true. 

Proof: The necessity follows directly from (3.1) and (3.2), which imply that for 

any (0, ) E e x O, 

H(q1$) - H(010) = E[L(0; Z) - L()1q] 

-E[L(0; Z) - L(0)1>] = log P(z) p(z\)lO)p(dz). (3.4) 
o p (zlO) 

To prove the sufficiency, we note that if (3.4) (ignoring the expression in the middle) 
holds for some {p(zl0), 0 E O}, then 

H(01\) = /logp(zJ0)p(zIJ)kt(dz) + C(q), (3.5) 

where C(0) is a function of q$ only. Letting L(0; z) = logp(z\0) + L(0), which clearly 
satisfies Condition 1, we have from (3.5) that 

Q(010) = H(01>) + L(O) = J L(; z)p(zjI$)t(dz) + C(q), 

for any (0, ) E 6 x E, (3.6) 

which is Condition 2. O 
Lemma 1 says that to demonstrate that the SM class is more general than the EM 

class, all we need to do is to find a function H(0[q) on (0, q) E O x O, where O c Rd, 
such that 

* Requirement 1: H(qI)() - H(0J) > 0 for all (0, 0) E O x O, as required by 
the S-Step; but 

* Requirement 2: H(Q)\) - H(016) cannot be represented as a KL(f : 0), as 

required to leave the class of EMer. 

To my amusement and frustration, this seemingly trivial task has doubled my head- 
ache from the Shanghai flu! The class of functions H(019) that satisfy Requirement 1 is 

enormous, and the class of KL(q: 0) seems much more restrictive especially because of 
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the separation of 4 and 0 inside the integrand, f logp(zl0)p(zlj))p(dz). However, the 
class of missing data densities p(zl0) is also enormous, especially because there is no 
restriction on the dimensionality of z. It is thus very difficult to prove Requirement 2 for 

any given H(091) on a given e x O. Pathological examples do exist when there is no 
restriction on E, for example, by taking O to be the power set of the set of all probability 
functions and let H(0l0) = 6{0=}), an example constructed by my colleague Zhiyi Chi. 

Unfortunately, such examples do not shed much light on how one should proceed when 
O C Rd, situations that are relevant for statistical applications. 

When 0 is a differentiable manifold, an H(010) satisfying Requirement 1 is a yoke 
if H E C??(O x 8), and H(Ol)) - H(01\) - H(q(l?) is a normalized/normed yoke 
(Bardorff-Nielsen 1987; Barndorff-Nielsen and Cox 1994). One of the most important 
yokes in the differential-geometric approach to statistical asymptotics is the expected 
(log-) likelihood yoke, E[logp(zlO) - logp(zl(q)l|], which is exactly the negative of 

KL(0 : 0). So under the differentiability assumption, the mathematical questions that 
have doubled my headache are: 

1. For a given 8, is there a normed yoke on C' (1 x 3) that cannot be represented 
as an expected likelihood yoke? 

2. For a given normed yoke on C??(O x 8), how can one determine if it has an 

expected likelihood yoke representation? 
Question 1 perhaps is not too hard to answer using the representation theory of yokes 

given by Bardorff-Nielsen and Jupp (1997), which is unfortunately too difficult for most 
statisticians even without headache. Question 2 perhaps is a lot harder to answer, but it 
is also a question of theoretical interest only because once a SM algorithm is constructed 
it does not really matter whether or not it is also an EM algorithm since the former 
also guarantees the celebrated monotone convergence property of EM. However, the 
theoretical results in the literature on yokes, especially those on how to generate new 

yokes from a given yoke (e.g., Bamdorff-Nielsen and Jupp 1997), seem to me quite 
relevant for the SM algorithm, because for every yoke H(01q) there is a corresponding 
surrogate function Q(01) = H(01>) + L(O) for the SM implementation, at least in 

theory. Evidently, the more yokes we can choose from, the more likely we can construct 

algorithms that are simple, stable, and fast. 
On the other hand, the formulation of the SM algorithm may call for generalizations 

of the theory of yoke beyond the one suggested in Blaesild (1991); namely, H is only 
required to be continuously differentiable for a finite number of terms. As emphasized by 
the authors, one advantage of the SM algorithm is its ability of transferring the optimiza- 
tion of a nondifferentiable objective function to that of a differentiable surrogate function, 
as demonstrated by the L1 regression problem in Lange, Hunter, and Yang's Example 2 

(p. 4). In such cases, the H(01\() = Q(0l)) - L(O) function is not differentiable, so we 
need to extend the theory of yoke to functions H(0\1) that satisfy Requirement 1 but do 
not necessarily satisfy any differentiability assumption. 

So although my attempt to cure my "EM flu" has not been successful, it is not 
without pleasant consequences (more will be reported in the next section). Furthermore, 
because the article's first author Lange is a leading statistical mathematician who can go 
back and forth between statistics and mathematics with great ease, I am very hopeful 
that he, together with his coauthors, will be able to provide a cure for my "EM flu." 
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4. MEETING AN OLD FRIEND: MR. BARTLETT 

In the search for necessary conditions for a surrogate function to be an EMer, the 
form of H(0\() given in (3.5) initially suggested that I consider the well known Bartlett 
identities for the family {p(z10), 0 E }. Specifically, suppose 0 is univariate and it 
is legitimate to interchange the differential and integration operators as needed. Denote 

DU"F(01,02) = -a9ouF( 2). Then by differentiating the following identity k (> 0) 
times 

D H(010) dlogP(z ) 
p(zl0)t(dz) = 0, for any 0 E (, (4.1) 

and by using the chain rule for differentiating the product of two functions, we obtain 
that for H(01l) of (3.5), 

k k 

(J ) Di+J 
k -H(00) = 0, (4.2) 

j=o0 

or equivalently 

L(k+l)) ()= (k)DJ+k-JQ(0o), (4.3) 
j=o0 

for any k > 0 such that all the derivatives involved exist. 

Identity (4.3) is indeed a necessary condition for Q(01() to be an EMer, but this is 
because it is actually a necessary condition for any surrogate function as defined by the 
S step, under the assumption of suitable differentiability of L(0) and Q(0\4). Given the 

important practical implication of this result (see, e.g., (4.9)), I will list it as a lemma, even 

though it is a direct consequence of H(0l\) satisfying Requirement 1, a requirement that 
defines the surrogate function and is explicitly or implicitly assumed and used through 
out the authors' article. 

Lemma 2. Suppose 0 = (01,..., d). Denote 

Jaz=1K E7 I(J+k.,a)F(0l0) DJ F(0lq) = ... 
oj ... kd (4.4) 

for a function F(0Qf), where J = (jl,..., ,d) and K = (k1,..., kd). Denote 

K kIc kd 

(K) 
= 

(kI) .(d) and Ef(J)= E f(j jd) (4.5) 
J 1 \jl \3d J=O j,=0 jd=0 

where 0 = (0, ..., 0), and let Ei be the row vector with 1 for its ith element and 0 

elsewhere, for i = 1, ..., d. Suppose Q(0\I) is a surrogate function for L(0) such thatfor 
any fixed q E e6, 0 = q is a stationary point of H(0I)) = Q(0l)) - L(0). Then Q(OjI) 
must satisfy 

E (K) DJ+EiK-JQ(OO) = DK+EiL(0) i 1,...d, (4.6) 
j=o v / 
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for any K = (kl,... , kd), where ka 's are non-negative integers, such that all the deriva- 
tives in (4.6) exist. 

Proof: Under the stationary-point assumption, for any 1 < i < d, 

DEiL(O) = DEi,OQ(oo). (4.7) 

Applying the DK = DK,O operator to both sides of (4.7) yields (4.6) via the chain rule 

DKF(O) = E (K)DJK-JF(0 9) (4.8) 
J=0 

for F() - F(o, 0). ? 
An important consequence of Lemma 2 is that the Hessian matrix for L(0) is directly 

available from the second order derivatives of the surrogate function because 

D2L(O) = D20Q(Ie0) + DllQ(00), (4.9) 

using the notation of Dempster et al. (1977) (e.g., D20 = D(2,...,2),(0,..,0)). For the EM 

algorithm, this result was the core of Oakes (1999), where it was proved via the indirect 
route (4.1). The direct approach (4.7)-(4.8) shows that the specific "product form" inside 
the integrand in (4.1) is inconsequential once we have D'OH(0OI) = 0, because the 
chain rule (4.8) has the same form as the chain rule for differentiating the product of 
two functions. Indeed, for general yokes, the indirect approach is not even relevant (see 
Bardorff-Nielsen and Cox 1994, chap. 5). 

When Q(0\3) is an EMer, the set of identities given by (4.6) are equivalent to the set 
of Bartlett identities for p(zl0), typically presented in more compact tensor notation (e.g., 
McCullagh 1987; Mykland 1994). The fact that these identities hold for any surrogate 
function (assuming differentiability) reinforces the authors' key message that, the missing 
data aspect of EM, though responsible for the enormous success of the current EM 

methodology, is actually not at the core of the algorithm. Algorithmically, the core 
is that H(010(t)) achieves the maximum at 0 = 0(t) However, the same fact is also 
indicative of the difficulty in finding necessary conditions that are unique to EMers, or to 
put it differently, it is not indicative of the conjecture that the SM class is more general 
than the EM class. 

5. A BIG S! 

Regardless of the (remote?) mathematical possibility that the SM class is the same 
as the EM class for most practical purposes, the SM formulation provides a new set 
of tools for finding simple and stable algorithms for complicated statistical optimization 
problems. To me, the biggest advantage of SM is that it bypasses the E step, and thus 
it provides a methodological breakthrough in dealing with the fundamental difficulty 
within the GAECM framework, namely, the difficulty with the E step when it is not 
in closed form. Although a Monte Carlo or numerical E step is possible and can be 
very effective (e.g., Wei and Tanner 1990; Meng and Schilling 1996; Booth and Hobert 
1999), any GAECM is less appealing when its E step requires numerical computation or 
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approximation. Replacing E by S signifies this breakthrough, and for that reason I am 

very pleased to attribute a big "S" to the authors for a new ray of Sunshine on the EM 

empire! 
And I definitely see myself indulged in a few SM sessions, once I have my "EM 

flu" cured! 
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DISCUSSION ARTICLE 

Discussion 

Patrick J. F. GROENEN and Willem J. HEISER 

We welcome this penetrating discussion of algorithms based on majorization, because 
we ourselves have found iterative majorization a very convenient minimization method 
for a broad range of statistical problems (see Heiser 1995). We believe that the current 
article will be useful for many statisticians and others to practice iterative majorization 
in their own applications. There are several comments we would like to make. 

Lange, Hunter, and Yang introduce the new term optimization transfer for iterative 

majorization. They argue that this term is a good description of the method because 
minimization of the original function is transferred to an auxiliary function. Using this 

reasoning, Newton's method and gradient methods can also be considered optimization 
transfer algorithms, since in each iteration the minimization is transferred to a function 
obtained by a second- or first-order Taylor-series approximation. To avoid the confusion 
with classical optimization methods, we prefer the term iterative majorization (coined 
by Heiser 1995) over optimization transfer. Iterative majorization underlines that the 

algorithm is iteratively changing the majorizing function (as in iteratively weighted least- 

squares) and it hints at the idea that something (the auxiliary function) is bigger than 

something else (the original function). Moreover, in a large part of the literature of the 
last 25 years, this minimization method has been known under the name majorization 
(Ortega and Rheinboldt 1970; De Leeuw and Heiser 1977) or iterative majorization. 

Lange et al. distinguish two types of majorizing functions (see De Leeuw 1994): those 

majorizing linearly a concave function and those majorizing quadratically a function with 
a bounded curvature (i.e., with a bounded Hessian). It is our experience that it can be 
hard to find quadratic majorizing functions even when the function is convex. Lange et al. 

provide two very useful extensions for constructing majorizing functions for the difficult 
case of convex functions. One extension is based on the definition of a convex function, 
the other somewhat more general extension is based on inequality (2.6) of Lange et al. 

proposed by De Pierro (1995). We consider these two extra tools a valuable contribution 
to the theory of iterative majorization. 

One aspect not touched in the article of Lange et al. is that iterative majorization 
may also be used when the parameters are constrained. In particular, if an easy least 
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squares solution exists for the constrained problem and the function can be quadratically 
majorized, then an iterative majorization algorithm can be constructed that minimizes the 
constrained optimization problem at hand (De Leeuw and Heiser 1980). 

In the following we comment on two areas-robust regression and multidimensional 

scaling-where we have most experience in using iterative majorization. 

1. ROBUST REGRESSION 

The authors give a number of examples for which iterative majorization offers a 

justification for easy to implement algorithms. Example 2 (on least absolute deviation 

regression, p. 4) does not appear to do justice to some important advances that have 
been reported in the literature. In particular, we would like to point out work by Ver- 
boon (1994), who considered a more general class of robust criteria including the Huber 
function, Tukey's biweight function, and Hampel's redescender. Within this larger class 
of piecewise polynomial objective functions, Verboon developed iterative majorization 
algorithms not only for (nonlinear) regression analysis, but for general forms of discrim- 
inant analysis and principal components analysis as well (see also Verboon and Heiser 
1992, 1994; Verboon 1993; Verboon and Van der Lans 1994). The work on principal 
components analysis considers robust fitting of a bilinear model to the datamatrix, an 

approach going back to Gabriel and Odoroff (1984). Example 5 (on asymmetric least 
squares, p. 6) is in turn a straightforward extension of the classic piecewise polynomial 
functions in the robustness literature. 

2. MULTIDIMENSIONAL SCALING 

We would like to comment on several algorithmic aspects of multidimensional scal- 
ing (MDS) that are discussed by Lange et al. The acceleration techniques discussed in 
their article are particularly welcome for MDS, because large optimization problems oc- 
cur easily in certain applications as molecular modeling (Havel 1991) and distance-based 
multivariate analysis (Meulman 1986, 1992). However, we were surprised by the results 
of the simulation study reported in Figure 3 (p. 17) of Lange et al. In their study, the 
iterative majorization algorithm of De Leeuw and Heiser (1977), which we shall refer to 
by the acronym SMACOF (Scaling by MAjorizing a COmplicated Function), was about 
as slow as Newton's method. Therefore, we did a similar simulation study in which the 
algorithms discussed in Example 12 (p. 16) are compared to two acceleration techniques 
with which we are familiar: the step doubling scheme of De Leeuw and Heiser (1980) 
which we call the relaxed update and the spectral gradient algorithm of Glunt, Hayden, 
and Raydan (1993). Let 0 be the minimum of the quadratic majorizing function. Then 
the relaxed update consists of n+l = 20 - On. Note that this relaxed update can always 
be used for quadratic majorizing functions, even when 0 is constrained to be a linear sub- 
space, but not when other constraints are imposed (Heiser 1995). The spectral gradient 
algorithm is a gradient-type algorithm with a step-size depending on previous estimates 
of 0 and gradients; that is, 

on+l = on -_ a-dL(0n), 
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Figure 1. Mean flops for ten runs of multidimensional scaling using six iterative algorithms. 

with 

a= (0n _ n-l)t (dL(n) - dL(On-1))/l 0n - 0 n- 112 

In our experiment, we added an extra dilation step to the spectral gradient algorithm to 
estimate optimally an additional multiplication factor of 0 in each iteration to establish 
the overall size of the configuration. Experiments of Groenen, Glunt, and Hayden (1999) 
showed that adding such a step made the spectral gradient algorithm about 15% faster. 
Note that this version of the spectral gradient algorithm is not necessarily convergent. 

Lange et al. note that the translations, rotations, and reflections of the coordinates do 
not affect the distances nor the stress function. Therefore, they impose some restrictions 
to remove the nonuniqueness of the coordinates. For gradient-based algorithms, such a 
restriction is not necessary. For Newton's method (and possibly quasi-Newton methods) 

uniqueness is of importance, because the Hessian is not of full rank. For more properties 
of the gradient and Hessian of the stress function, we refer to De Leeuw (1988) and 

Groenen, De Leeuw, and Mathar (1996). 
The optimization transfer algorithm for MDS of Lange et al. differs from SMACOF 

in that the squared distances are majorized as well. For this reason, one can expect that the 

optimization transfer algorithm will be slower, since its majorizing function is generally 
farther away from the majorizing function used by SMACOF. When restrictions that 

impose uniqueness are lifted and all weights wij = 1, then the need for majorizing the 

squared distances vanishes. 
Our experiment is slightly different from the one reported in Example 12 of Lange 

et al. Our datasets are distances of normally distributed points in the two-dimensional 

plane. Then we executed 10 random starts and report the average number of flops for 

varying sizes of n for those runs that succeeded in locating the global minimum solution 
of zero Stress. Our experiment, too, was done in MatLab (version 5.3). We used the same 

stopping criterion; that is, whenever the L2 norm of the current parameter increment falls 
below 10-8. The results of our experiment are reported in Figure 1. 

What we see is that the spectral gradient algorithm is fastest in all cases. The relaxed 

update of the iterative majorization algorithm seems to be second fastest, followed by the 

original majorization method (SMACOF). The quasi-Newton method, which was fastest 
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in the experiment of Lange et al., appears to be as fast or somewhat slower than the 
iterative majorization method (SMACOF) in our experiment. The optimization transfer 
algorithm of Lange et al. is about as fast as the quasi-Newton method. The Newton 
method was the overall slowest algorithm. It should be remarked that not all runs ended 
in the perfect solution. All algorithms stopped at a nonperfect solution in about 5% of 
the runs, except for Newton algorithm, which stopped too early in 18% of the runs. 

One possible explanation for different results could be that the implementation of 
the algorithms (either by us or by Lange et al.) has not been optimal. Let us assume that 
the two experiments on average use the same number of flops for a particular number 
of objects. Then, comparing Figure 3 of Lange et al. (p. 15) with our Figure 1 we 
see that the quasi-Newton and Newton method use about the same number of flops for 
various n. However, our implementation of the optimization transfer method and iterative 

majorization (SMACOF) were faster than that of Lange et al. 
Our results seem to indicate that the relaxed update procedure (called step doubling 

by Lange et al.) is worthwhile for MDS. Newton and quasi-Newton methods can require 
up to 10 times more effort to compute a solution. The fastest overall method was the 
spectral gradient method. 

We did some experiments to investigate whether the local minima differed for the 
various algorithms. We used datasets known for their large number of local minima. How- 
ever, no algorithm was superior with respect to the quality of the solutions. Therefore, we 
conjecture that the algorithms discussed are equally capable of locating global minima. 
In another study, we have shown that a different strategy-called distance smoothing-is 
much better capable in locating global minima than the SMACOF algorithm (Groenen, 
Heiser, and Meulman 1999). 

[Received February 2000.] 
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DISCUSSION ARTICLE 

Discussion 

Andrew GELMAN 

The general idea of optimization transfer is very appealing to me, especially since 
I have never succeeded in fully understanding the EM algorithm. I like the examples 
in Lange, Hunter, and Yang's article and suspect that even further generalization is 

possible, especially in the direction of allowing the optimization algorithms to have tuning 
parameters that themselves can be optimized over (or in statistical terms, "estimated"), as 
discussed by van Dyk and Meng (1999). For example, the suggested logistic regression 
computation (Example 3, p. 5) with B = - i=l xix\ corresponds to a linearization of 
the logistic regression with equal variances for the m data points. Presumably a more 
effective approximation would use the local second derivatives at a reasonably chosen 

approximate estimate for 0. To put it another way, this and other optimization transfer 

algorithms could be made adaptive by occasionally updating the tuning parameters in 
the local optimizations. 

My main interest in this article, however, is in its potential application to stochastic 

algorithms. In much of statistical computation, especially for applied Bayesian infer- 
ence, optimization has been replaced by simulation, with mode-finding algorithms of- 
ten reduced to the role of starting points for Monte Carlo simulation (see, e.g., Gilks, 
Richardson, and Spiegelhalter 1996). This change in practice is relevant to the article 
under discussion for three reasons. First, where optimization is being used mostly as a 

starting point, it is more important than ever for its computations to be fast, with speed, 
in fact, being more important than convergence. Second, if the optimization is over a 
statistical likelihood or posterior density (rather than, for example, a net profit in an op- 
erations research context), then there is no special virtue in a global mode, and in fact it 
is useful to have a fast algorithm that can be started at many places to find various local 
modes, all of which can be used as starting points in a subsequent iterative simulation 

algorithm. Third, the natural question arises as to whether the methods in this article can 
be generalized to simulation-based computation. 

Just as data augmentation or Gibbs sampling can be viewed as a stochastic gener- 
alization of EM (Tanner and Wong 1987), is there a Markov chain "simulation transfer 

algorithm" that generalizes the optimization transfer of this article? I have no conclusive 
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answer here, but various possibilities suggest themselves. 
To start with, data augmentation and Gibbs sampling can be viewed as simulation 

transfer algorithms, where the simulation is performed iteratively on conditional distri- 
butions rather than on the target joint distribution. The Metropolis-Hastings algorithm 
transfers simulations to jumping distributions that depend on the current position of 0, 
with an accept-reject step adjusting for the differences in the distributions. Algorithms 
such as hybrid Monte Carlo (Duane, Kennedy, Pendleton, and Roweth 1987; Neal 1993) 
transfer simulations to a "dynamical algorithm" that moves efficiently through a local 

approximation of parameter space, with an accept-reject step again correcting for the 
inexactness of the simulation transfer. 

It would be nice to know whether the algorithms discussed in this article can be 
transferred effectively to the simulation context. In particular, an efficient simulation 

algorithm for linear regression posterior distributions based on Example 7 (p. 7) would 
be useful. In a Metropolis-Hastings context, the challenge would be to correct for the 

approximation inherent in the updating step (see Wikle, Milliff, Nychka, and Berliner 
1988 for a related algorithm). 

Finally, it is possible that more can be done on convergence analysis, once again 
following up on work in Markov chain simulation. The authors define convergence in 
terms of increments of the hill-climbing algorithm, but we wonder whether for a well- 
behaved algorithm it might be excessive to wait on the order of 10 million iterations until 
successive increments differ by 10-8. In addition to practical concerns, it seems possible 
that a measure of convergence based on increments might be problematic when making 
comparisons between different algorithms, in that this measure might very well favor 
conservative EM-type algorithms that always increase the objective function, compared 
to algorithms that take larger jumps. 

A more relevant measure of convergence might use the distance between the current 
value and the actual optimum. Such a direct measure could be used in theoretical and 
simulation studies of the sort performed in this article. In practice, convergence could 
be measured using multiple optimization algorithms from different starting points (as 
in Gelman and Rubin 1992, for iterative simulations), with approximate convergence 
declared when the range or standard deviation between the current estimates is below 
some small value. Obviously, more would have to be done if the separate sequences 
were converging to multiple modes, but in that case one would not want to trust a single 
sequence anyway. 

An estimate of closeness to the actual optimum would also be useful in judging 
how long to run an iterative optimization whose ultimate purpose is to construct starting 
points for a stochastic algorithm, as is common for Bayesian inference. 

In any case, the interesting patterns revealed in the simulations suggest the possibility 
of future theoretical understanding of the relation between complexity and speed of 

convergence. Various tools of exploratory graphics might be useful for this purpose, as 
illustrated by Figure 1 of this discussion. Figure 1 replots Figure 2 from the article (p. 
15), on the log-log scale. 

In conclusion, I find this article fascinating, and I hope that researchers in compu- 
tational statistics can follow up on its ideas to bring some order to the dizzying array of 
iterative optimization and simulation algorithms. 
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Figure 1. Figure 2 from the Lange, Hunter, and Yang article (p. 15), reexpressed on the log-log scale to more 

clearly show patterns in the simulation results. 
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DISCUSSION ARTICLE 

Rejoinder 

David R. HUNTER and Kenneth LANGE 

1. WHAT'S IN A NAME? 

We thank the discussants for their insightful and substantive comments. In reply- 
ing, we open with the least substantive issue-the name of the algorithm. We take the 

objections to "optimization transfer" well and find compelling Meng's call for a more 
attractive name. Although we could not help but be amused by his suggestion of the "SM 

algorithm," we fear that the pun on sadomasochism might wear poorly over time. His 

suggestion also fails to meet a major objection of the other discussants. As both Groenen- 
Heiser and de Leeuw-Michailidis point out, a name like "Surrogate-Maximization" could 

apply equally well to Newton's method or steepest ascent with a line search. 
We therefore propose the name "MM algorithm" as a compromise. Here MM stands 

for either majorize-minimize or minorize-maximize, depending upon the context. Unlike 
SM or optimization transfer, this name tells us that the surrogate function is special be- 
cause it either majorizes or minorizes the objective function. MM algorithm also echoes 
the names "majorization" and "iterative majorization" coined by earlier authors without 

risking confusion over the use of "majorization" in an entirely different branch of math- 
ematics (Marshall and Olkin 1979). Finally, MM algorithm emphasizes the affinity with 
the EM algorithm. Of course, MM has its own associations. As pointed out in the recent 

advertising campaign of M&MTM candy, the Roman numerals MM stand for the year 
2000. Thus, MM not only accurately reflects the nature of the algorithm, but it also hints 
that the MM algorithm is the algorithm of the future. We could hardly ask for more in 
a new name. 

2. QUADRATIC MATRIX TRACE FUNCTIONS 

We are grateful to Kiers for discussing the optimization of a quadratic matrix trace 
function. In our view, this example fits easily within the scope of our article. 

Kiers' objective function f(X) = tr(BXCXt) is concave, assuming the square 
matrices C and -B are positive definite, and the goal is to minimize it subject to 
constraints. Typically, of course, if constraints are absent, we are generally interested in 
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Figure 1. The solid curve is the graph of the objective function f (X) when X is a scalar and C -B = 1. 
Because the second differential d2f (X) - 2 is constant, any tangent quadratic in this case furnishes either a 
minorizer or a majorizer of f (X), according as its second differential is smaller than -2 (lower dotted curve) 
or greaterper oe re o th-2 (upper dotted curve). Note that requiring a majorizer to have positive second differential 
would make little sense here. 

maximizing a concave objective function. To achieve an algorithm that minimizes f(X), 
we need a majorizing function. As illustrated by Figure 1 when X is a scalar, the spirit of 
the quadratic bound principle of Bohning and Lindsay (1988) may be invoked to produce 
either a majorizer or a minorizer of the given concave function. 

Since d2f(X) = 2(C?B) is constant, the curvature of f(X) is clearly bounded. We 
seek a majorizing quadratic that is concave and less curved than f(X) in the sense that the 
second differential, say 2G, of the majorizing quadratic satisfies 0 > 2G >- 2(CQB). The 
obvious choices G = AI and G = p(C I), where A and p are the largest eigenvalues of 
the negative definite matrices C 0 B and B, respectively, give the majorizing functions 

h2(X) and h3(X) displayed in Kiers' Equations (2.5) and (2.11). Because these two 
choices of G satisfy G > C 0 B, Kiers' inequality (2.9) must hold. We agree that the 
condition G > 0 should be dropped in this case since we are majorizing a concave rather 
than a convex function. 

We are puzzled by Kiers' conclusion that "it has been seen that, in deriving majorizers 
for quadratic matrix functions, convexity need not play a role whatsoever." This view 
is hardly consistent with Meng's conjecture that all or nearly all MM algorithms are 
EM algorithms. If Meng is right, then convexity lies at the heart of all MM algorithms. 
In deference to Kiers, we certainly do not wish to suggest that our article provides 
an exhaustive list of the tools relevant to the creation of MM algorithms. In fact, we 
would be delighted to see the development of new examples, regardless of whether they 
depend on convexity or not. The beautiful example given by de Leeuw and Michailidis 
of "Dinkelbach majorization" does not appear to involve convexity, but then again it is 
not an MM algorithm. 

53 

This content downloaded from 194.199.21.170 on Fri, 29 Mar 2013 11:17:46 AM
All use subject to JSTOR Terms and Conditions

http://www.jstor.org/page/info/about/policies/terms.jsp


D. R. HUNTER AND K. LANGE 

3. A D-OPTIMAL DESIGN PROBLEM 

De Leeuw and Michailidis raise the interesting issue of block relaxation algorithms. 
Here is a concrete example that combines the first step of the MM algorithm with block 
relaxation. In regression, D-optimal designs minimize the function In det(XtX)- , where 
X is the design matrix (Atkinson and Donev 1996). 

Since the log-determinant is a concave function on the space of positive definite 
matrices (Magnus and Neudecker 1988), we derive the supporting hyperplane inequality 

In XtX -1 < l InXtXn +tr{XtXn [(XtX)-1 - (tXn)-]} (3.1) 

using the differential 

dln MI = tr(M-ldM) 

evaluated at M = (XtXn)-l. Since equality holds in inequality (3.1) when X = Xn, 
the right side of that inequality gives the majorizing function 

Q(X IXn) = c(Xn) + tr [XX(XtX)-] , (3.2) 

where c(Xn) is an irrelevant constant. Thus, driving the trace in equation (3.2) downhill 
decreases the value of the objective function In IXtX-1. 

One possible way to exploit this majorization is to perturb one row of X at a time. 
In other words, we consider 

VI 

X = 

where vl,..., vm are row vectors. If we want to perturb vl, then we write 

A-1vtvlA-1 
(XtX) = (v,,v +. + vm m)- = A-'1 - 

1 + vlA-vt' 

where A = v v2 + * * + vtvm. Thus, the problem is to maximize, or at least increase, 
the value of 

XtXnA-1lvvlA-1 _ vlA-'XtXnA-lvt 
tr 1 I - -vAv 

1 vlA-lvt 1 + vlA-lvt 

subject to relevant constraints. The process is then repeated for 2,..., Vm in cyclic 
fashion. We have not yet implemented this promising algorithm. 

4. GNC ALGORITHM 

The GNC algorithm mentioned by Wu furnishes yet another example of an MM 

algorithm. For the sake of concreteness, suppose that 

gp(u) plul +ud d 
gpw) 

= 
p{ul + d(1-p) ul > d 
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0 - 

-3 -2 -1 0 1 2 3 

Figure 2. The solid line is the graph of gp(u) corresponding to p =1/2 and d = 1. The two dotted quadratic 
curves majorize gp (u) at un = i 1/2 and un = ? 3/2. 

for some positive threshold d and p E [0, 1]. Despite the fact that gp(u) is neither convex 
nor concave for p < 1, we can clearly majorize it by a quadratic function. Figure 2 depicts 
the two cases where un 5 0 lies inside and outside the central pit. Once we construct a 

quadratic majorizer qi(u) of gp(u) at un = 0+ - 0, we majorize qi(0i+l - i) by the 
convex combination of quadratics 

1 - o 0+ 0+1 on I +0 
2qi 2 0i+ - 2 -+ qi[-2( - 2 )] (4.1) 

with the parameters 0i+1 and Oi separated. It follows that we can drive Wu's objective 
function lp(0) downhill by a simple linear update of each parameter 0i holding the 

remaining parameters constant. It would be interesting to combine this tactic with a 

gradual lowering of p from 1 to 0. 

5. PARAMETER AUGMENTATION 

It is also worth elaborating on Wu's comments about parameter augmentation. Con- 
sider the problem of estimating the location vector A and the scale matrix Qf using m 
iid observations xl,..., xm from a multivariate t distribution in RP with v degrees of 
freedom. If we let 6i = (xi - u)tQ-1 (xi - /u) and ri = Il6i with working parameter 
a, then the log-likelihood can be written as 

L(/~, ) = -mIlnlIi (l+ p) 2 2 v 
i=1 

m[(v + p)a-1] in IlV + ln ( + -). 
2 

In IQI - 
v 

2 
In IQla 

v=l i=1 
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Given the fact that - In u is convex in u, it is trivial to show that up to a constant 

Q(,f QItn ~Qn) - m[(y + p)a - 1] In + p n (I + ri n( Qn1In ') ( w I-i I" 
a 

2 2 
i=1 

minorizes L(,u, Q), where wn is the weight 1/(IQnla + r //v). Regardless of the value 
of a, we accordingly update p by 

P m n 
7n+1 _ EZ=1 W i 

For the obvious choice a = 0 we update Q by 

m 

Qn+=1i _ S-(_n+l)(Xi - ,n+1)t 

i=l 

The not so obvious choice a = l/(v + p) leads to the faster converging update 

Q+m=l W (Xi - n+l)(xi - Atn+l)t 
Qn+1 l E^ i l(i 

- 

Wt wm n 

Although this is all spelled out by Meng and Van Dyk (1997), the MM perspective 
provides an easy derivation and eliminates some of the confusion of trying to relate 

parameter augmentation to missing data. 

6. OPTIMALITY 

We agree with Kiers' suggestion that when several MM algorithms are possible for a 

problem, it would be good to have some basis for comparing them. One criterion proposed 
by Kiers is the closeness of the surrogate to the objective function. However, there is 
a danger in blindly adopting this criterion. The whole philosophy of the MM algorithm 
is to replace complex iterations with more but simpler iterations. Thus, simplicity-both 
computational and intuitive-should not be ignored. 

Kiers' quadratic matrix function illustrates the issues well. If A, the largest eigenvalue 
of C ? B, happens to be very close to zero, then the majorizer h2(X) of his Equation 
(2.5) is not much different than the majorizer hi(X) of his Equation (2.4). However, 
the computation needed to find A and the extra term in h2(X) mean that the algorithm 
based on h2(X) will require more work per iteration than the hi(X) algorithm. Thus, 
if the iteration counts for the two algorithms are equal, the hl(X) version will enjoy 
an advantage not only in simplicity but also in speed, despite the fact that hl(X) is 

uniformly farther from the objective function than h2(X). We grant that in terms of 

computational time, h2(X) will probably outperform h (X) in most practical problems 
and h3(X) might perform better still; yet hl(X) is certainly the easiest of the three to 
code, particularly if one does not have a greatest-eigenvalue-finding algorithm readily at 
hand. 

At times, we may even achieve gains in simplicity by majorizing a majorizer. For 

example, in our discussion of the GNC algorithm, Equation (4.1) shows how to construct 
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a quadratic majorizer of a quadratic majorizer. Obviously, the majorizer of qi (u) is farther 
from the objective function than qi(u) itself; yet the gain in simplicity which Equation 
(4.1) achieves by separating the parameters Oi may be worthwhile. Erdogan and Fessler 
(1999) used the idea of majorizing a majorizer to great effect in the field of transmission 
tomography, where the number of parameters is so large that directly solving for the 
minimum of a quadratic function is a practical impossibility unless the parameters are 
separated. 

7. OAKES' VARIANCE DECOMPOSITION 

For the edification of the reader, it is worth emphasizing the simplicity of Meng's 
proof of Oakes' equation 

d2L(0) = d20Q(O 0) + dlQ( I 0). 

If we consider 0 to be a function 0(>) of q and use the derivative notation of Dempster, 
Laird, and Rubin (1977), then the equation 

d'?H[0(4) | ] = 0 

holds for the choices 0(9) = X and H(0 q) = Q(O I ) - L(O). Differentiating this 
equation with respect to b gives 

d20H[e0() ]d + d lH[0(0) ] = 0. 

Substituting 
d = I and 

d20H[0 l] = d20Q(0 I )-d2L(0) 

dllH[ 0]] = d"'Q(0 ) 

and rearranging yields Oakes' result. The potential of this result in accelerating the MM 
and EM algorithms should not be overlooked. 

8. MULTIDIMENSIONAL SCALING 

We are grateful to Groenen and Heiser for pointing out the discrepancies in speed 
between their tests of the various algorithms for MDS and ours. We looked at the code 
we used for our tests, adjusted it, and reran the tests. Suffice it to say that our new 
results closely resemble those of Groenen and Heiser as portrayed in their Figure 1 (p. 
47). The biggest change from our Figure 3 (p. 17) is the fact that the de Leeuw-Heiser 
method, labeled SMACOF by Groenen and Heiser, is actually much faster than we 
originally reported. This difference is largely due to an unnecessary matrix times matrix 
multiplication at each iteration in our original code. 
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9. MMMCMC 

In partial reply to Gelman, there are two ways of connecting the MM algorithm to 
Monte Carlo sampling. Suppose we majorize the logarithm L(O) of a posterior density by 
Q(O I r), which up to a known normalizing constant c(0) is the logarithm of a probability 
density. We can implement the classical acceptance-rejection method of Monte-Carlo 

sampling by drawing 0 randomly from c(Q) exp[Q(0 I ))] and U randomly from the 
uniform density on [0,1] and accepting 0 provided 

lnU < L(0)-Q(0OI0). 

The fraction of sample points accepted is c(Q). To minimize the probability of rejection, 
one should choose f to maximize c(X). The proposal stage in this independent sampling 
method is particularly straightforward if Q(O 0 |) is quadratic because a quadratic on the 

log scale corresponds to a normal distribution on the original scale. 
On the other hand, we can generate correlated samples by letting 0 equal the current 

sampled point 0n. Regardless of whether Q(O 0 n) majorizes or minorizes L(O), we can 

implement Hastings-Metropolis sampling by using c(0n) exp[Q(O on)] as a proposal 
density and 

min \ eL(&n)c(0n)eQ(On+'1lon) 1 

as an acceptance probability. Since L(0) = Q(6 I 0), this method may also be framed 

entirely in terms of the surrogate functions, which tend to be simpler to sample from 
than the log posterior. Although a quadratic is ideal if it closely approximates the log 
posterior, other log densities may work better on a given problem. In any case, the very 
techniques that we have suggested for constructing surrogate functions ought to prove 
valuable in Monte Carlo sampling as well. 

10. MM VERSUS EM 

We find Meng's suggestion that any instance of MM might be expressible as an EM 

algorithm fascinating. Unfortunately, we do not yet have a cure for his "EM flu". We 
second his call for a search for an interesting MM algorithm that is not an EM algorithm 
or a definitive proof that no such example exists. However, even if the latter possibility 
turns out to be true, the MM framework is still more than "the old soup presented 
in a new, perhaps larger, bowl." As our data augmentation example demonstrates, the 
MM framework can provide simple derivations for algorithms which are unnecessarily 
complicated when viewed in the EM light. Even when a fairly natural EM algorithm 
exists for a given problem, it may be possible to construct a better MM algorithm. For 

instance, the early EM algorithm for transmission tomography discovered by Lange and 
Carson (1984) is decidedly inferior to the algorithm sketched in the present article. 
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11. CLOSING 

We hope that we and the discussants have convinced the reader of the potential of 
the MM algorithm. There is still much to be done, particularly in developing algorithms 
for high-dimensional problems. We thank the discussants for their thought-provoking 
critiques and their many prior contributions to this topic. 
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