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Main topic of the lecture

How do we solve
@ sparse estimation problems in machine learning and stiatist
@ sparse inverse problems in signal processing.

Tools we use
@ greedy algorithms;
o \gradient" methods for non-di erentiable functions;
o other tricks.
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@ Short Introduction on Sparsity

@ Convex Optimization for Sparse Estimation

© Non-convex Optimization for Sparse Estimation

© Structured Sparsity
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Part I: Short Introduction on Sparsity
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Sparse Linear Models: Signal Processing Point of Viev
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Let X = [x};:::;xP] 2 R" P be a set of
elementary signals. o

We call it dictionary . ; ”“W

X is \adapted"” to y if it can represent it with a few elements|that is,
there exists asparse vector in RP such thaty X . We call the
sparse code
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Sparse Linear Models: Signal Processing Point of Viev

Wavelet Representation [see Mallat, 1999]

y = X . The coe cients are represented in a quadtree.
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Sparse Linear Models: Signal Processing Point of Viev
Dictionary for natural image patches [Olshausen and Field997, Elad and Aharon, 2006]
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Sparse Linear Models: Machine Learning Point of View

Let (y';x')[L; be a training set, where the vector$ are inRP and are
called features. The scalags are in

o f 1;+1qg for binary classi cation problems.

@ R for regression problems.

We assume there is a relatign > x, and solve
min 1% (yhs X))+
2RP N ' |_%z_}
{z

| i=1
empirical risk

}  regularization
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Sparse Linear Models: Machine Learning Point of View

A few examples:

Ridge regression:

Linear SVM:

Logistic regression:

min 1 }(yi X2+ kK3
2RP N 2

1 . .
in = 01y )+ kK
Ton Oy O Kk

. 1 LS
min=- log 1+e Y X + k k&
2RO N
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Sparse Linear Models: Machine Learning Point of View

A few examples:

Ridge regression:

Linear SVM:

Logistic regression:

min X }(yi >xN2+ kK
2RPN . 2
i=1
1 P> 2.
nzquﬁ, max(G1l y' “x)+ k k5
i=1
min < log 1+e Y "X + Kk k&
2RP N .

1
iy

The squared “2-norm induces smoothness' in . When one knows in
advance that should be sparse, one should useparsity-inducing
regularization such as the;-norm. [Chen et al., 1999, Tibshirani, 1996]
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Main Topic of the lecture

How do we solve?

1 5 ]
W L G e

loss/data- tting

regularization

X in R" P is a design matrix, induces sparsity.
ok ko¥#fi st 60g(NP-hard)

P
ok ky ¥ P j ij (convex),

When is the “1-norm, the problem is called Lasso [Tibshirani, 1996] o
basis pursuit [Chen et al., 1999].

Later in the lecture, extensions to more general smooth losstionsf,
other sparsity-inducing penalties.
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One Important Question

Why does the ;-norm induce sparsity?
Can we get some intuition from the simplest isotropic case?

“( ) =argmin }ky K3+ Kk ki
2RP 2
or equivalently the Euclidean projection onto the-ball?

~(T) = argmin }ky k3 st k ky T:
2RP 2

\equivalent” means that8 > 0;9T 0 s.t. ~(T)= "().
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Regularizing with the;-norm

k ki T

The projection onto a convex set is \biased" towards singitias.
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Regularizing with the,-norm

Cball 2

k ke T

The “,-norm is isotropic.

Julien Mairal Optimization for Sparse Estimation



Regularizing with the; -norm

*1 -ball 2

k ki T

The “1 -norm encourages 1j = | 2.
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In 3D.

Copyright G. Obozinski
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Why does the ;-norm induce sparsity?
Exemple: quadratic problem in 1D

1 2 .
= +
minsy )%+ J
Piecewise quadratic function with a kink at zero.
Derivative atQ: g+ = y+ and0:g = vy

Optimality conditions. is optimal i:
oj j>0andfy )+ sign()=0
¢ =0andg: Oandg 0

The solution is asoft-thresholding :

?=sign(y)(yi )"
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Why does the ;-norm induce sparsity?

? ?
p__
">y
(a) soft-thresholding operator, (b) hard-thresholding operator
" =sign(y)iyi )" Ty Py
min 30y )%+ | min 3y )2+ 1 s
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Why does the ;-norm induce sparsity?

Comparison with ™ ;-regularization in 1D

()_2 ():JJ

ae

The gradient of the »-penalty vanishes when get close to 0. On its
di erentiable part, the norm of the gradient of thé;-norm is constant.

°()= L 2()=1
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Why does the ;-norm induce sparsity?
Physical illustration

E]_:O § § E]_:O
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Why does the ;-norm induce sparsity?
Physical illustration

y)?

1
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Why does the ;-norm induce sparsity?
Physical illustration
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Examples of sparsity-inducing penalties

Exploitigg concave functions with a kink at zero
()= P G
. .o ) mPp o
@ g-\pseudo-norm”, withO< gq< 1: ( )= = %
P
M . "
o log penalty, ()= [ log( jj+ "),
is any function that looks like this:

)
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Examples of sparsity-inducing penalties

el

N

N

(©) “os-ball, 2-D (d) “1-ball, 2-D

N
/

(e) “2-ball, 2-D

Figure: Open balls in 2-D corresponding to severginorms and pseudo-norms.
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Group Lasso
Turlach et al. [2005], Yuan and Lin [2006], Zhao et al. [2009]

the "1=g-norm : ()= K gKq:

@ g=2o0rq=1 in practice;
@ can be interpreted as the;-norm of k ;kqlg2c.

( )=k f1;29k2+j 3l
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Part Il: Convex Optimization for Sparse
Estimation
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Convex Functions

f()
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Why do we care about convexity?
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Why do we care about convexity?

Local observations give some information about the glgtitaham

fC)

./

N

V)

o r f( )=0is a necessary and su cient optimality condition for
di erentiable convex functions;

e it is often easy to upper-bounél( ) f~.
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An important inequality for smooth convex functions

If f is convex

f()

|

N

o fC) %)+ rf({20)>( 02;

linear approximation
o this is an equivalent de nition of convexity for smooth futiens.
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An important inequality for smooth functions

If r f is L-Lipschitz continuous

a( ) f()
\ \ Ny

N

of() g)=[( O+ e Y+sk %

linear approximation

0 = %r f( ©). (gradient descent step).
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Gradient Descent Algorithm
Assume thatf is convex and di erentiable, and that f is L-Lipschitz.

Theorem
Consider the algorithm

t t 1 %rf(tl).

Then, o N
Lk -k§:

f(hH 7 o

Remarks

@ the convergence rate improves under additional assumpgtiomf
(strong convexity);

e some variants have ®(1=t?) convergence rate [Nesterov, 1983].
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Proof (1/2)
Proof of the main inequality for smooth functions

We want to show that for all and

() O+t )+ sk K

By using Taylor's theorem with integral form,
z 1
f() f()= rf@ +@ t) ) ( )dt:
0

Then,
Zl
fC) fC)r f(C)°( ) 0(rf(t +H1 t) )r f()7(
Zl
jrft +@ ) )r f£( )7 (
ZO
1
kr f(t +(2 t) )r f( )kek
ZO
! 2, _ L 2.
Ltk kadt = =k k3:
o 2
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Proof (2/2)

Proof of the theorem
We have shown that for all
() @)= H+rf( )t Y+ ok
g is minimized by '; it can be rewrittengi( )= g ( ')+ 5k

? tk2
2

(Y alH=a( Sk
SECOHE RO T e b g
A A
By summing fromt =1 to T, we have a telescopic sum

.
X > L, oo 02 Ly

TECT) 17 f(Ch 17 Sk 5

Julien Mairal

t lk2.
2.

'k32. Then,

L
Ek L

T2,
K2:
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The Proximal Gradient Method

We consider a smooth functioh and a non-smooth regularizer .
min f +
ninf( )+ ()

For example,
1

Sky X K3+ k ki

min
2RP
@ the objective function is not di erentiable.
@ an extension of gradient descent for such a problem is called

\proximal gradient descent"
[Beck and Teboulle, 2009, Nesterov, 2007].
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The Proximal Gradient Method

An important inequality for composite functions

If r f is L-Lipschitz continuous
g( )+ () fC)+C )

A

o f( )+ () f(O+rf( 9 )+ 5k %+ ()
o ! minimizesg + .
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The Proximal Gradient Method
Gradient descent for minimizinfy consists of

t argming( ) 0 t v 1 f( v
2RP L
The proximal gradient method for minimiziny+ consists of

b oargming( )+ ()

2RP
which is equivalent to
t argmin} t1 }rf( th 2+ 1( ):
2Rp 2 L , L

It requires computing e ciently theproximal operator of .

7! arg min L K3+ ():
2RP 2

Julien Mairal Optimization for Sparse Estimation



The Proximal Gradient Method

Remarks
@ also known as forward-backward algorithm;

@ has similar convergence rates as the gradient descent mikfBeck
and Teboulle, 2009, Nesterov, 2007];

@ there exists line search schemes to automatically tine

The case of ;
The proximal operator of k:k; is the soft-thresholding operator

[=sign( G )"

The resulting algorithm is called iterative soft-thresdalg [Daubechies
et al., 2004].
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The Proximal Gradient Method for the Group Lasso

The proximal operator for the Group Lasso penalty

min K k3 + X k oKq:

2RP 2 2 QZG o] q-
Forqg =2,

5= i—2—(k gka )"; 8g2G:

g k gk2( g 2 ) 1 8g G
Forg=1,

5= o kk [ gl 832G
These formula generalize soft-thresholding to groups afalaes.
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Coordinate Descent for the Lasso

1
2

The coordinate descent method consists of iteratively giall variables
and optimizing with respect to one:

1 X
arg minéky iX

8 |_‘f§_}

: 2 :
rgglp ky X ki+ k ki:

bOXEE s

josigned” (i} )

This involves again theoft-thresholding operator.

Julien Mairal Optimization for Sparse Estimation



Coordinate Descent for the Lasso

Remarks
@ no parameter to tune!
o impressive performance with ve lines of code.

@ coordinate descent + nonsmooth objective et convergent in
general. Here, the problem is equivalent to a convex smooth
optimization problem with separable constraints

1
m_mEky Xe ++X K+ Ti1+ Ti1st ;. o

For this speci ¢ problem, the algorithm isonvergent [see
Bertsekas, 1999].

@ can be extended to group-Lasso, or other loss functions.
@ j can be picked up at random, or by cycling (harder to analyze).
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Smoothing Techniques: Reweighted

Let us start from something simple

a 2ab+b> O
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Smoothing Techniques: Reweighted

Let us start from something simple

a 2ab+b> O

Then
1 & . L
a - —+b withequalityi a=b
2 b
and
‘K R
=min = — +
j=1
The formulation becomes
1 X2
min Sky X k§+§ —+
| j=l j

Julien Mairal Optimization for Sparse Estimation



The Regularization Path of the Lasso

15
—_W,
W,
—2
g 1 w
g —
g _w
€ 05
g — W
g
8 O}/
0.5
0 1 2 3 4

|
Figure: The regularization path of the Lasso is piecewise linear.

1 2 .
rg:_g)éky X ki+ k ki:
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Lasso and optimality conditions

Theorem
is a solution of the Lasso if and only if

My X)) if ;=0
X2y X ) = sign( ;) otherwise

Consequence

()=(XTX) *(XTy  sign( )= A+ B;

where = fj s.t. ;60g. If we know and the signs of ?in
advance, we have a closed form solution.

Following the piecewise linear regularization path is edlthe
homotopy method [Osborne et al., 2000, Efron et al., 2004].
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LARS algorithm (Homotopy)

The regularization path ( ?( )) is piecewise linear.
@ Start from the trivial solution ( = kXTyk; ; ?( ) =0).
@ Dene = fj st j¥>yj= g,
@ Follow the regularization path: ’( )= A+ B, keeping *c =0,
decreasing the value of, until one of the following event occurs:
e 9j 2 suchthat jx>(y X ?())j= ,then [fjo.
o 9j 2 suchthat ?( )=0, then nfjg.

© Update the direction of the path and go back to 3.

Hidden assumptions
o the regularization path is unique.
@ variables enter the path one at a time.
Extremely e cient for small/medium scale problems p 10000)

and/or very sparse problems (when implemented correctlylRobust to
correlated features. Can solve the elastic-net.

Julien Mairal Optimization for Sparse Estimation



LARS algorithm (Homotopy) - Complexity

Theorem - worst case analysis [Mairal and Yu, 2012]

In the worst-case, the regularization path of the Lasso haaatly
(3° + 1) =2 linear segments.

Regularization path, p=6

JMM
_1|U'WFV““ |

100 200 300
Kinks

Coefficients (log scale)
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Lasso Empirical comparisorntisso, small scalen(= 200,p = 200)
reg: low reg: high

+ [—sa
2 _ 2 % “f=Fista
5 5 % Ista
£, E, % Re-L2
; I3 I3 : =4=CD
<) ) . |===Lars
2 - ~Ee
. . Bl 5] R
~ o & 8
pumy 5 5 .
o 2 -4 Q-4 :
o s kA :
o o i
2 -6 2 -6 3
E
- -3 2 -1 0 1 - -3 2 -1 0 1
log(CPU time) in seconds log(CPU time) in seconds
_ 2 = Fista == Fista
e, e
£ e-L2| e-L2|
< g0 —-CD —~CD
g’ 2 ===Lars ---Lars
3 cP cP
< g2 o QP QP
Hil s
= 3 \ AN
S oz
(&) kA
o
89 X
0

-3 2 ]
log(CPU time) in seconds
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Empirical comparison:asso, medium scalen(= 2000,p = 10000)
reg: low reg: high

2 2
£ £
£ 0 £

=z 8 g0
] K

Q 8.2 8 o)
= s 5

(@] 2-4 o -4
o k- K]
[ J

E» -6 E -6

) 2 -1 0 1 2 3
log(CPU time) in seconds

2 2
[ Y £
ey 20 =
2 s
@ H @
£ - :
ha k] ' ]
= 2 [—sa H 5
(@} @ 41| == Fista B e
(&) F ||9lsta H k<l
° Re-L2 H )
g -6|—+CD H 8

===Lars H
cP :
=2 3

0 1 2
log(CPU time) in seconds
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Empirical comparison: conclusions

Lasso
@ Generic methods (subgradient descent, QP/CP solvers) #oe/;s

@ homotopy fastest inow dimension and/or for high correlation
@ Proximal methods are competitive

e esp. larger setting and/or weak corr. and/or weak reg. and/aml
precision

o Coordinate descent

o usually dominated by LARS;
@ but much simpler to implement!

Smooth Losses and other regularization

@ LARS not availabld (block) coordinate descent, proximal
gradient methods are good candidates.
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Conclusion of the part

What was not covered in this part:
o other penalty functions, fused lasso (total variation),enarchical
penalties, structured sparsity with overlapping groups.
@ stochastic optimization, Augmented Lagrangian, converge rates,
parallel computing, duality gaps via Fenchel duality. ..

Software. Try it yourself
http://www.di.ens.fr/willow/SPAMS/ (Matlab/R/Python/C++).

More reading on optimization

@ Bach, Jenatton, Mairal and Obozinski. Optimization with
Sparsity-Inducing Penalties. 2012.

@ convex optimization: [Boyd and Vandenberghe, 2004, Bonaaid
Lewis, 2006, Nocedal and Wright, 2006, Bertsekas, 1999,téles,
2004].
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http://www.di.ens.fr/willow/SPAMS/

Part I1l: Non-convex Optimization for Sparse
Estimation
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Greedy Algorithms

Several equivalent non-convex NP-hard problems:

min Sky X k2
2RP|2 y (7 | {z-

) regularization
residual r

2 .
rgng]ky X k5 st k ko L;

. 2 ",
nQ'erk ko s.t. ky X k5 X

The solution is often approximated with greedy algorithm.

@ Signal processing Matching Pursuit [Mallat and Zhang, 1993],
Orthogonal Matching Pursuit [Pati et al., 1993];

@ Statistics : L2-boosting [Bshimann and Yu, 2003], forward
selection.
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Matching Pursuit

y

X2
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Matching Pursuit =(0;0;0)

Y,
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Matching Pursuit =(0;0;0)

Y
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Matching Pursuit =(0;0;0:75)

Y
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Matching Pursuit =(0;0;0:75)

Y
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Matching Pursuit =(0;0;0:75)

Y
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Matching Pursuit =(0;0:24,0:75)

Yo,

-
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Matching Pursuit =(0;0:24 0:75)
Y x
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Matching Pursuit =(0;0:24 0:75)
Y x
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Matching Pursuit = (0;0:24; 0:65)

Y,
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Matching Pursuit

mm k?/ {x k3 sit. k ko L

1: 0

2. r y (residual).

3: while k ko < L do

4.  Select the predictor with maximum correlation with the rdsal

P argmaxxrj
i=1p

5.  Update the residual and the coe cients

P pr X

r ro (xPrxt

6: end while
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Orthogonal Matching Pursuit = (0:0;0)
Yy =

X1

X
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Orthogonal Matching Pursuit = (0:0;0:75)
Yy  x = f3g
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Orthogonal Matching Pursuit = (0:0:29 0:63)
Yy  x = 3;2g
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Orthogonal Matching Pursuit

; 2
min ky X k5 sit. k ko L

1. = ;.
2: foriter=1;:::;L do
3:  Select the predictor which most reduces the objective
£ argmin minky X i %3
i2 ¢ 0
4:  Update the active set: [f 1.
5. Update the residual (orthogonal projection)

roo( X (X7X) IX)y:
6: Update the coe cients
(X>X ) X7y:

7: end for
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Orthogonal Matching Pursuit

The keys for a good implementation
o If available, use Gram matris = X~ X,
o Maintain the computation ofX” r for each signal,
@ Maintain a Cholesky decomposition oX{ X ) 1 for each signal.

The total complexity for decomposing L-sparse signals of siza with a
dictionary of sizep is

Plpm) + P(AL) + P(n(prp+ pL?) = O(np(m + L)

Gram matrix ~ Cholesky XTr

It is also possible to use the matrix inversion lemma instead
Cholesky decomposition (same complexity, but less nuraéstability).
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Example with the software SPAMS
Software available ahttp://www.di.ens.fr/willow/SPAMS/

>> |=double(imread('data/lena.eps'))/255;
>> Qpextract all patches of |

>> X=im2col(l,[8 8],'sliding");

>> %load a dictionary of size 64 x 256
>> D=load('dict.mat");

>>

>> O%set the sparsity parameter L to 10
>> param.L=10;

>> alpha=mexOMP(X,D,param);

On a 4-cores 3.6Ghz machiné50000 signals processed per second!
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http://www.di.ens.fr/willow/SPAMS/

DC (di erence of convex) - Programming
Rememeer? Concave functions with a kink at zero
()= 4 G

P
o “g-\pseudo-norm”, with 0< q< 1: ( ) ¥ P (G j+ )9,
P
o log penalty, ( )& P log( jj+ ")

is any function that looks like this:

()
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iy

\\—/f()
()=log(j j+")

fO)+ A *ij+c

fO)+ ()
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DC (di erence of convex) - Programming

nganpf( )+ | a i:
j=1
This problem is non-convex. is convex, and is concave orR™ .
if ¥ is the current estimate at iteratiork, the algorithm solves

h X i
argmin f( )+ G i
2RP i=1

k+1

which is areweighted-"1 problem.

Warning: It does not solve the non-convex problem, only provides
a stationary point.

In practice, each iteration sets to zero small coe cients.ftér 2 3
iterations, the result does not change much.

Julien Mairal Optimization for Sparse Estimation



The Proximal Gradient Method

This inequality is also true for non-convex functions!

If r f is L-Lipschitz continuous

g()+(C ) f()+( )

\ ? 1

o f( )+ () FCO+rf( % %)+ 5k e+ ()
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The Proximal Gradient Method

As before, the method consits of the following iteration

1 1 2
' oargminz Y Zrf(th +( )
2Rp 2 L 2

@ It requires computing e ciently theproximal operator of .

7! arg min L K3+ ()
2RP 2

o For the g-penalty (( )= Kk ko), this amounts to a
hard-thresholding:

?_ .
J_lj jj p2 )

Trick: start with a high value for , and gradually decrease it.
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Part IV: Structured Sparsity
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Wavelet coe cients

@ Zero-tree wavelets coding [Shapiro, 1993];
@ block thresholding [Cai, 1999].
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Sparse linear models for natural image patches

Image restoration
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Sparse linear models for natural image patches

Image restoration
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Structured dictionary for natural image patches
[Jenatton, Mairal, Obozinski, and Bach, 2010]
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Structured dictionary for natural image patches
[Mairal, Jenatton, Obozinski, and Bach, 2011]
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Tree of topics
[Jenatton, Mairal, Obozinski, and Bach, 2010]

hidden
units theorem
layer proof
training let
trained class
T bounded
cells connection 1
cell patterns would state
fiing p—{ pattern way states
response neurons what |— control
stimulus system do current
does reinforcement
probability matrix
likelihood n performance circuit
distribution |— t test analog
_models vector experiments | chip
distributions r table implemented
1 performed implementation
optimal I
optimization image
error images
minimum visual
algorithm object
objects
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Metabolic network of the budding yeast

from Rapaport, Zinovyev, Dutreix, Barillot, and Vert [2007

* N Glycan
biosynthesis

Glyeolyss /
Gluconeogenesis

e Protein
a;‘).jrp wn Sulfur o

chlorophy metabolism
metabolism e l\\‘

Nitrogen,
asparagine
metabolism

Folate = f DNA
biosynthe:

polymerise
subunits
Biosynthesis of steroids,
ergosterol metabolism

Lysine Oxidative
biosynthesis i ¢ phosphorylation.
4 TCA eycle
Fhenylalanine, tyrosine andg__ | .
tryptophan biosynthesis | Purine
:f) metabolism
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Metabolic network of the budding yeast

from Rapaport, Zinovyev, Dutreix, Barillot, and Vert [2007
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Questions about structured sparsity

W (w7l

convex, smooth regularization

should encode some a priori knowledge about

, In this part, we will see
@ how to design structured sparsity-inducing functions ;
@ How to solve the corresponding estimation/inverse probéem

/' out of the scope of this part:
@ consistency, recovery, theoretical properties (statisti.)
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In 3D.

Copyright G. Obozinski
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What about more complicated norms?
Copyright G. Obozinski
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What about more complicated norms?
Copyright G. Obozinski
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Group Lasso
Turlach et al. [2005], Yuan and Lin [2006], Zhao et al. [2009]

the "1=g-norm : ()= K gKq:

@ g=2o0rq=1 in practice;
@ can be interpreted as the;-norm of k ;kqlg2c.

( )=k f1;29k2+j 3l
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Structured sparsity with overlapping groups

Warning: Under the name \structured sparsity" appear in fact
signi cantly di erent formulations!

© non-convex
@ zero-tree wavelets [Shapiro, 1993];
@ prede ned collection of sparsity patterns: [Baraniuk et alQID];
@ select a union of groups: [Huang et al., 2009] ;
@ structure via Markov Random Fields: [Cehver et al., 2008];

@ convex (norms)

tree-structure: [Zhao et al., 2009] ;

select a union of groups: [Jacob et al., 2009] ;
zero-pattern is a union of groups: [Jenatton et al., 2009] ;
other norms: [Micchelli et al., 2011].

¢

¢ ¢ ¢
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Group Lasso with overlapping groups
[Jenatton, Audibert, and Bach, 2009]

()= k gkg
g2G

What happens when the groups overlap?

o the pattern of non-zero variables is an intersection of greu
o the zero pattern is a union of groups.

( )=k ke+joj+] 3
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Hierarchical Norms

[Zhao, Rocha, and Yu, 2009]
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Proximal Gradient methods

A few proximal operators:
@ p-penalty: hard-thresholding;
@ “1-norm: soft-thresholding;
@ group-Lasso: group soft-thresholding;
o fused-lasso (1D total variation): [Hoe ing, 2010];
@ hierarchical norms: [Jenatton et al., 2010],0(p) complexity;

@ overlapping group Lasso with “; -norm: [Mairal et al., 2010],
(link with network ow optimization);
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Modelling Patterns as Unions of Groups
the non-convex penalty of Huang, Zhang, and Metaxas [2009]

Warning: di erent point of view than in the two previous slides
v . NX [ o]
“() F min g st Supp() g
g2J g2J

@ the penalty isnon-convex.
@ is NP-hard to compute (set cover problem).
@ The pattern of non-zeroes in is aunion of (a few) groups.

It can be rewritten as a boolean linear program:

n 0]
>

)= min x s.t. Nx  Supp()
x2f 0;1giCi
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Modelling Patterns as Unions of Groups
convex relaxation and the penalty of Jacob, Obozinski, ancekf [2009]

The penalty of Huang et al. [2009]:

n o]
()= min  “x s.t. Nx Supp()
x2f 0;1giCi
A convex LP-relaxation:
" n o]
()= min  “x st Nx ||
x2 RS

Lemma: is the penalty of Jacob et al. [2009] with thg -norm:

X X
( )= min gk 9% st = 9 and8g; Supp(9) g;
( gZRp)QZG ng gZG
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Modelling Patterns as Unions of Groups
The norm of Jacob et al. [2009] in 3D

() with G= ff 1;2g;f2; 3g;f1; 3g0.
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Basic convex optimization tools: subgradients

(@) Smooth case (b) Non-smooth case

Figure: Gradients and subgradients for smooth and non-smooth funation

@)Yt 2RPjF( )+ (% ) f( Bforal °2RPg:
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Basic convex optimization tools: subgradients
Some nice properties
o @( )= fggi f dierentiableat andg=r f( ).
@ many calculus rules@ f + g)= @f + @g for ; > O.
for more details, see Boyd and Vandenberghe [2004], Beas¢k999],
Borwein and Lewis [2006] and S. Boyd's course at Stanford.
Optimality conditions
Forg:RP! R convex,
e g dierentiable: ? minimizesgi r g( ?)=0.
@ g nondi erentiable: ? minimizesgi 0 2 @( ).

Careful: the concept of subgradient requires a function to be
above its tangents. It does only make sense for convex functions!
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Basic convex optimization tools: dual-norm

De nition

Let be inRP,
k k M max

2RPk k 1
Exercises

k k =k Kk (true in nite dimension)

5 is dual to itself.

"1 and’; are dual to each other.

"q and’§ are dual to each other if + & = 1.
similar relations for spectral norms on matrices.
@ k=f 2RP st. k k land > =k kg

e 6 © 6 ¢ ¢
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Optimality conditions

Letf : RP! R be convex di erentiable and:k be any norm.
rrzuRnpf( )+ k k
is solution if and only if
02@f( )+ k k=rf( )+ @k k
Since@ k=f 2RP st k k land > =k kg,

General optimality conditions:

kr f( )k and r f( ) k k:
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Convex Duality
Strong Duality
f( ), primal

N

Strong duality means thamax g( ) = min f( )
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Convex Duality
Duality Gaps
f( ), primal

T

N

g( ), dual

Strong duality means thamax g( ) = min f( )
The duality gap guarantees us that 0 f(~) f( ?) (= ~):
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Part V (Bonus): Dictionary Learning
and Matrix Factorization
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Matrix Factorization and Clustering
K-means:
X
 min ky!  xk3:
(Xj)jpzl;(li)mj_ i=1
It can be equivalently formulated as
xn _ X

min ky . X k& st. ' O0and i=1;
X2R" PB2f 0j1gP M -1

which is amatrix factorization problem:

min kY XBkZ st B 0 and i=1;
X2R0 P;B2f 0:1gP ™ -1
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Matrix Factorization and Clustering

Hard clustering

X
min kY XBkZ st B 0 and =1
X2R" P;B2f 0;1gP ™M j=1
X =[Xq;:::;Xp] are the centroids of the clusters.
Soft clustering
xP
mn kY XBkE st. B Oand  |=1;
X2R" P;B2RP M j=1
X =[Xq;::1;%Xp] are the centroids of the clusters.
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Other Matrix Factorization Problems

PCA
1 o
min SkY XBkZ s.t. X”X = 1andBB” is diagonal
B2RP M
X2RM P
X =[Xq;:::;Xp] are the principal components.
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Other Matrix Factorization Problems
Non-negative matrix factorization [Lee and Seung, 2001]

1
min kY XBkZ st B OandX O
B2RP "
X2R™ P
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Dictionary Learning and Matrix Factorization
[Olshausen and Field, 1997]

min X }kyi X 'K+ k Tk
X2X :B2RP M 2 F ’

which is again a matrix factorization problem

1

min =KY XBkZ + kBkg:
B2RP "
X2x
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Why having a uni ed point of view?

1

2kY XBkZ +  (B):

min
B2B
X2X

o same framework for NMF, sparse PCA, dictionary learning,
clustering, topic modelling;

@ can play with various constraints/penalties d (coe cients) and
on X (loadings, dictionary, centroids);

@ same algorithms (no need to reinvent the wheel): alternate
minimization, online learning [Mairal et al., 2009].
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The Image Denoising Problem

% T e Yl

measurements original image  N°IS€
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Sparse representations for image restoration

T B[

measurements original image noise

Energy minimization problem - MAP estimation

S

relation to measurements 'Mad¢€ model (-log prior)

Some classical priors
@ Smoothness kL xk3
o Total variation kr xk?
o MRF priors

o ...
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Sparse representations for image restoration

Designed dictionaries
[Haar, 1910], [Zweig, Morlet, Grossman70s], [Meyer, Mallat,
Daubechies, Coifman, Donoho, Cande80s-today]. .. (see [Mallat,

1999])
Wavelets, Curvelets, Wedgelets, Bandlets, ... lets

Learned dictionaries of patches

[Olshausen and Field, 1997], [Engan et al., 1999], [Lewaridl
Sejnowski, 2000], [Aharon et al., 2006]

X1 5
Moe T x k —{(Z i
I reconstructlon SparSIty
o ( )=k ko (\ ¢ pseudo-norm")
@ ( )=k ki ("1 norm)
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Sparse representations for image restoration

Solving the denoising problem

[Elad and Aharon, 2006]
o Extract all overlapping 8 8 patchesy;.
o Solve a matrix factorization problem:

X

: 1
LT T

sparsi
I'eCOHStI’UCtIOH P v

with n> 10Q 000

o Average the reconstruction of each patch.
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Sparse representations for image restoration
K-SVD: [Elad and Aharon, 2006]
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Sparse representations for image restoration
Grayscale vs color image patches
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Sparse representations for image restoration
[Mairal, Sapiro, and Elad, 2008b]
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Sparse representations for image restoration
Inpainting, [Mairal, Elad, and Sapiro, 2008a]

e

' %ough all
i 1900s,

I
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Sparse representations for image restoration
Inpainting, [Mairal, Elad, and Sapiro, 2008a]
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Sparse representations for video restoration

Key ideas for video processing

[Protter and Elad, 2009]
e Using a 3D dictionary.
o Processing of many frames at the same time.
o Dictionary propagation.
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Sparse representations for image restoration
Inpainting, [Mairal, Sapiro, and Elad, 2008b]

Figure: INpainting results.
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Sparse representations for image restoration
Inpainting, [Mairal, Sapiro, and Elad, 2008b]

Figure: INpainting results.
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Sparse representations for image restoration
Inpainting, [Mairal, Sapiro, and Elad, 2008b]

Figure: INpainting results.
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Sparse representations for image restoration
Inpainting, [Mairal, Sapiro, and Elad, 2008b]

Figure: INpainting results.
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Sparse representations for image restoration
Inpainting, [Mairal, Sapiro, and Elad, 2008b]

Figure: INpainting results.

Julien Mairal Optimization for Sparse Estimation 132/94



Sparse representations for image restoration
Color video denoising, [Mairal, Sapiro, and Elad, 2008b]

Figure: Denoising results. = 25
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Sparse representations for image restoration
Color video denoising, [Mairal, Sapiro, and Elad, 2008b]

Figure: Denoising results. = 25
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Sparse representations for image restoration
Color video denoising, [Mairal, Sapiro, and Elad, 2008b]
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Sparse representations for image restoration
Color video denoising, [Mairal, Sapiro, and Elad, 2008b]

Figure: Denoising results. = 25
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Sparse representations for image restoration
Color video denoising, [Mairal, Sapiro, and Elad, 2008b]

Figure: Denoising results. = 25
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Digital Zooming

[Couzinie-Devy et al., 2011], Original
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Digital Zooming

[Couzinie-Devy et al., 2011], Bicubic
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Digital Zooming

[Couzinie-Devy et al., 2011], Proposed method
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Digital Zooming

[Couzinie-Devy et al., 2011], Original
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Digital Zooming

[Couzinie-Devy et al., 2011], Bicubic
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Digital Zooming

[Couzinie-Devy et al., 2011], Proposed approach
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Image Deblurring
[Couzinie-Devy et al., 2011], Original
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Image Deblurring
[Couzinie-Devy et al., 2011], Blurry and Noisy
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Image Deblurring
[Couzinie-Devy et al., 2011], Result
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Image Deblurring
[Couzinie-Devy et al., 2011], Original
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Image Deblurring
[Couzinie-Devy et al., 2011], Blurry and Noisy
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Image Deblurring
[Couzinie-Devy et al., 2011], Result
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Inverse half-toning
Original
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Inverse half-toning
Reconstructed image
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Inverse half-toning

Reconstructed image
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Inverse half-toning
Original
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Inverse half-toning
Reconstructed image
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Inverse half-toning
Original
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Inverse half-toning
Reconstructed image
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Inverse half-toning
Original
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Inverse half-toning
Reconstructed image
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Inverse half-toning
Original
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Inverse half-toning
Reconstructed image
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